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Abstract. Since Rijndael was chosen as the Advanced Encryption Standard, improving upon
7-round attacks on the 128-bit key variant or upon 8-round attacks on the 192/256-bit key
variants has been one of the most difficult challenges in the cryptanalysis of block ciphers for
more than a decade. In this paper we present a novel technique of block cipher cryptanalysis

with bicliques, which leads to the following results:

— The first key recovery attack on the full AES-128 with computational complexity 21261,

— The first key recovery attack on the full AES-192 with computational complexity 2'8%7.
— The first key recovery attack on the full AES-256 with computational complexity 22544,
— Attacks with lower complexity on the reduced-round versions of AES not considered before,
including an attack on 8-round AES-128 with complexity 224 .
— Preimage attacks on compression functions based on the full AES versions.
In contrast to most shortcut attacks on AES variants, we do not need to assume related-keys.
Most of our attacks only need a very small part of the codebook and have small memory require-
ments, and are practically verified to a large extent. As our attacks are of high computational
complexity, they do not threaten the practical use of AES in any way.
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1 Introduction

The block cipher AES (Advanced Encryption Standard) is a worldwide standard and one of
the most popular cryptographic primitives. Designed in 1997, AES has survived numerous
cryptanalytic efforts. Though many papers have been published on the cryptanalysis of AES,
the fastest single-key attacks on round-reduced AES variants [20,33] so far are only slightly
more powerful than those proposed 10 years ago [23,24]. For all versions of AES, the number
of cryptanalyzed rounds did not increase since then (7 for AES-128, 8 for AES-192 and AES-
256), only a decrease in the computational complexity of the key recovery was achieved. In
general, the last ten years saw some progress in the cryptanalysis of block ciphers. However,
the block cipher standard AES is almost as secure as it was 10 years ago in the strongest and
most practical model with a single unknown key. The former standard DES has not seen a
major improvement since Matsui’s seminal paper in 1993 [34].

In contrast, the area of hash function cryptanalysis is growing quickly, encouraged by
the cryptanalysis MD5 [43], of SHA-0 [6,13] and SHA-1 [42], followed by a practical attack
on protocols using MD5 [39, 40], preimage attacks on Tiger [26] and MD5 [38], etc. As
differential cryptanalysis [7], a technique originally developed for ciphers, was carried over
to hash function analysis, cryptanalysts are now looking for the opposite: a hash analysis
method that would give new results on block ciphers. So far the most well-known attempt
is the analysis of AES with local collisions [8-11], but it is only applicable to the related-
key model. In the latter model an attacker works with plaintexts and ciphertexts that are
produced under not only the unknown key, but also under other keys related to the first one
in a way chosen by the adversary. Such a strong requirement is rarely practical and, thus,
has not been considered to be a threat for the use of AES. Also, there has been no evidence
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that the local collision approach can facilitate an attack in the more practical and relevant
single-key model.

State of the art for attacks on AES. AES with its wide-trail strategy was designed to
withstand differential and linear cryptanalyses [15], so pure versions of these techniques have
limited applications in attacks. With respect to AES, probably the most powerful single-
key recovery methods designed so far are impossible differential cryptanalysis [5, 33] and
Square attacks [14,20]. The impossible differential cryptanalysis yielded the first attack on
7-round AES-128 with non-marginal data complexity. The Square attack and its variations
such as integral attack and multiset attack resulted in the cryptanalysis of round-reduced
AES variants with lowest computational complexity to date, while the first attack on 8-round
AES-192 with non-marginal data complexity has appeared only recently [20].

The situation is different in weaker attack models, where the related-key cryptanalysis
was applied to the full versions of AES-192 and AES-256 [9], and the rebound attack demon-
strated a non-random property in 8-round AES-128 [25,30]. However, there is little evidence
so far that carrying over these techniques to the most practical single-secret-key model is
feasible.

Meet-in-the-middle attacks with bicliques. Meet-in-the-middle attacks on block ci-
phers did get less attention (exceptions are [12,19,22,27,44]) than the differential, linear,
impossible differential, and integral approaches. However, they are probably the most prac-
tical in terms of data complexity. A simple meet-in-the-middle attack requires only a single
plaintext /ciphertext pair. The limited use of these attacks must be attributed to the re-
quirement for large parts of the cipher to be independent of particular key bits. For the
ciphers with nonlinear key schedule, like AES and most AES candidates, this requirement
is apparently strong. As a result, the number of rounds broken with this technique is rather
small [19], which seems to prevent it from producing results on yet unbroken 8-, 9-, and
10-round (full) AES. We also mention that the collision attacks [17,18] use some elements
of the meet-in-the-middle framework.

In this paper we demonstrate that the meet-in-the-middle attacks on block ciphers have
great potential if enhanced by a new concept called bicliques. Biclique cryptanalysis was first
introduced for hash cryptanalysis [29]. The new approach originates from the so-called splice-
and-cut framework [1,2,26] in the hash function cryptanalysis, more specifically its element
called initial structure. Formally introduced in [29], bicliques led to the best preimage attacks
on the SHA family of hash functions, including the attack on 50 rounds of SHA-512, and the
first attack on a round-reduced Skein hash function. We show how to carry over the concept
of bicliques to block cipher cryptanalysis and get even more significant results, including the
first key recovery method for the full AES faster than brute-force.

A biclique is characterized by its length (number of rounds covered) and dimension. The
dimension is related to the cardinality of the biclique elements and is one of the factors that
determines the advantage over brute-force. Moreover, the construction of long bicliques of
high dimension appears to be a very difficult task for primitives with fast diffusion [37].

Two paradigms for key recovery with bicliques. Taking the biclique properties into
account, we propose two different approaches, or paradigms, for the key-recovery attack.
Suppose that the cipher admits the basic meet-in-the-middle attack on m (out of r) rounds.
The first paradigm, the long biclique, aims to construct a biclique for the remaining r — m
rounds. Though the dimension of the biclique decreases as r grows, small-dimension bicliques



can be constructed with numerous tools and methods from differential cryptanalysis of block
ciphers and hash functions: rebound attacks, trail backtracking, local collisions, etc. Also from
an information-theoretic point of view, bicliques of dimension 1 are likely to exist in a cipher,
regardless of the number of rounds.

The second paradigm, the independent biclique, aims to construct bicliques of high di-
mension for smaller b < r — m number of rounds efficiently and cover the remaining rounds
with a new method of matching with precomputations. Smaller number of rounds also makes
use of simpler tools for the biclique construction. This paradigm is best suited for ciphers
with diffusion that is slow with respect to r — m rounds, surprisingly, including AES.

Results on AES. The biclique cryptanalysis successfully applies to all full versions of AES
and compared to brute-force provides an advantage of about a factor 3 to 5, depending on
the version, Also, it yields advantages of up to factor 15 for the key recovery of round-reduced
AES variants with numbers of rounds higher than those cryptanalyed before. The attacks
with lowest computational complexities follow the paradigm of independent bicliques and
have success rate 1. We also provide complexities for finding compression function preimages
for all full versions of AES when considered in hash mode. Our results on AES are summarized
in Table 2, and an attempt to give an exhaustive overview with earlier results is given in
Table 6 in the Appendix.

Table 1. Biclique key recovery for AES

|r0unds| data |computati0ns/ succ.rate|mem0ry|bic1ique length in rounds

AES-128 secret key recovery
g [126:38 Q12497 5102 5
] 9127 0125.64 932 5
] 938 9125.34 98 3
10 558 oT26.18 58 3
AES-192 secret key recovery
9 580 BYECES 28 1
12 580 oT89.71 B 1
AES-256 secret key recovery
9 3120 52531 28 6
9 9120 9251.92 98 4
14 510 25112 B 1

Table 2. Biclique cryptanalysis of AES in hash modes

|rounds|computations|succ.ratc‘mcmory|bicliquc length in rounds|

AES-128 compression function preimage, Miyaguchi-Preneel

10 | 2™ T o632 | 28 ] 3
AES-192 compression function preimage, Davies-Meyer
12 | 27 T o632 [ 28 ] 4

AES-256 compression function preimage, Davies-Meyer
14 | 2% T o632 [ 28 ] 4




2 Biclique Cryptanalysis

2.1 Basic Meet-in-the-Middle Attacks

An adversary chooses a partition of the key space into groups of keys of cardinality 22¢ each
for some d. A key in a group is indexed as an element of a 2¢ x 2% matrix: K[i,j]. The
adversary selects an internal variable v in the data transform of the cipher such that

— as a function of a plaintext and a key, it is identical for all keys in a row:

P K[Zv] ’U;
f1

— as a function of a ciphertext and a key, it is identical for all keys in a column:

v K[v]} C,
fo

where f; and fy are the corresponding parts of the cipher.

Given a pair (P,C), an adversary computes 2¢ possible values 7 and 2¢ possible values
0 from the plaintext and from the ciphertext, respectively. A matching pair U= <Uj yields
a key candidate K i, j]. The number of key candidates depends on the bit size |v| of v and is
given by the formula 22¢-Yl. For |v| close to d and larger an attack has advantage of about
2¢ over brute force search as it tests 22¢ keys with less than 2¢ calls of the full cipher.

The basic meet-in-the-middle attack has clear limitations in the block cipher cryptanalysis
since an internal variable with the properties listed above can be found for a very small
number of rounds only. We show how to bypass this obstacle with the concept of a biclique.

2.2 Bicliques

Now we introduce the notion of a biclique. Let f be a subcipher that maps an internal state
S to the ciphertext C: fx(S) = C. According to (2), f connects 2¢ internal states {S;} to
2¢ ciphertexts {C;} with 22¢ keys {K[i, j]}:

KJ[0,0] K[0,1] ... K[0,2¢ —1]

{K[i,jl}=1...
K[2¢ - 1,0 K[2¢ —1,1] ... K[2¢—1,27 — 1]

The 3-tuple [{C;}, {S;}, {Ki, j]}] is called a d-dimensional biclique, if

Ci = frpj(S;) for all i,j € {0,...,2¢ — 1}. (1)
In other words, in a biclique, the key K[i, j| maps the internal state S; to the ciphertext C;
and vice versa. This is illustrated in Figure 1.

2.3 The Flow of Biclique Cryptanalysis

Preparation. An adversary chooses a partition of the key space into groups of keys of
cardinality 22¢ each for some d and considers the block cipher as a composition of two
subciphers: e = f o g, where f follows g. A key in a group is indexed as an element of a
24 % 24 matrix: K[i, j].
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Fig. 1. d-dimensional biclique

Step 1. For each group of keys the adversary builds a structure of 2% ciphertexts C; and
2 intermediate states S; with respect to the group of keys {K[i,j]} so that the partial
decryption of C; with K[i, j] yields S;. In other words, the structure satisfies the following
condition:

Vi, j: S; % C. 2)

Step 2. The adversary asks the oracle to decrypt ciphertexts C; with the secret key Kgeeret
and obtains the 2¢ plaintexts P;:

decryption oracle

C; P, (3)

e—1

Step 3. If one of tested keys K7i, j| is the secret key Kgecret, then it maps intermediate state
S; to the plaintext P;. Therefore, the adversary checks if

3i,j: B 20 g (4)
g
which proposes a key candidate.

3 New Tools and Techniques for Bicliques

In here we describe two approaches to construct bicliques, and propose a precomputation
technique that can speed-up the application of bicliques for key-recovery. The exposition is
mainly independent of any concrete cipher.

3.1 Bicliques from Independent Related-Key Differentials

A straightforward approach to find a d-dimensional biclique would be to fix 2¢ states and 2¢
ciphertexts, and derive a key for each pair to satisfy (2). This would require at least 22¢ key
recovery attempts for f. A much more efficient way for the adversary is to choose the keys
in advance and require them to conform to specific differentials as follows.

Let the key K0, 0] map intermediate state Sy to ciphertext Cp, and consider two sets of

K[0,0
2¢ related key differentials each over f with respect to the base computation Sy A Co:

— A;-differentials. A differential in the first set maps input difference 0 to an output
difference A; under key difference AX:

AK
0 T) A; with AX =0and Ay =0. (5)



— Vj-differentials. A differential in the second set maps an input difference V; to output
difference 0 under key difference VJK :

vE
\Z TJ> 0 with V& =0 and V¢ = 0. (6)

The tuple (Sp, Co, K10, 0]) conforms to both sets of differentials by definition. If the trails of
A;-differentials do not share active nonlinear components (such as active S-boxes in AES)
with the trails of Vj-differentials, then the tuple also conforms to 224 combined (A4;, V;)-

differentials:
Kapvk

Vjv%Aifori,jE{O,...,Qd—l}. (7)

The proof follows from the theory of boomerang attacks [41] and particularly from the
concept of the S-box switch [9] and a sandwich attack [21]. Since A;- and Vj-trails share
no active non-linear elements, a boomerang based on them returns from the ciphertext with
probability 1 as the quartet of states forms the boomerang rectangle at every step.
Substituting Sy, Cy, and K|0,0] to the combined differentials (7), one obtains:

K[0,0jeAfoVE
So@vj‘ f) Cy & A;. (8)

Finally, we put
Sj =S50 P Vi,
C;,=Cy® 4;, and
K[i,j] = K[0,0] ® A @ VE

and get exactly the definition of a d-dimensional biclique (1). If all A; # V;, then all keys
K|i, j] are different. The construction of a biclique is thus reduced to the computation of A;
and V;, which requires no more than 2 - 24 computations of f.

The independency of the related-key differentials allows one to efficiently construct higher-
dimensional bicliques and simplifies the coverage of the key space with such bicliques. Though
this approach turns out to be effective in case of AES, it is exactly the independency of dif-
ferentials that limits the length of the biclique constructed.

3.2 Bicliques from Interleaving Related-Key Differential Trails

To construct longer bicliques, we drop the differential independency requirement imposed
above and reduce the dimension of the resulting biclique. The differential trails share some
active nonlinear components now. This yields conditions on values that need to be satisfied
in a biclique search.

We outline here how bicliques of dimension 1 can be constructed in terms of differen-
tials and differential trails with a procedure resembling the rebound attack [35]. We are
also able to amortize the construction cost of a biclique by producing many more out

of a single one. The construction algorithm is outlined as follows for a fixed key group
{K0,0], K[0,1], K[1,0], K[1,1]}, see also Figure 2:

— Intermediate state 7. Choose an intermediate state T in subcipher f (over which the
biclique is constructed). The position of T splits f into two parts : f = fy o fi. fi maps
from S; to T'. fo maps from T to Cj.



— A- and V-trails. Choose some truncated related-key differential trails: A-trails over f;
and V-trails over fs.

— Inbound phase. Guess the differences in the differential trails up to T'. Get the values
of T that satisfy the input and output differences over f.

— Outbound phase. Use the remaining degrees in freedom in the state to sustain difference
propagation in trails.

— Output the states for the biclique.

For longer keys some bicliques are filtered out. Having found a biclique, we produce new
ones out of it for other key groups.

Numerous optimizations of the outlined biclique construction algorithm are possible. For
instance, it is not necessary to guess all differences in the trail, but only part of them, and
subsequently filter out the solutions. Instead of fixing the key group, it is also possible to fix
only the difference between keys and derive actual values during the attack (the disadvantage
of this approach is that key groups are generated online, and we have to take care of possible
repetitions).

We stress here that whenever we speak of differences between keys, these describe differ-
ences inside the group of keys that are guessed. We never need access to decryptions under
keys that are related by those differences, i.e. the attacks we describe are always in the
single-key model.

1 2 (a-c) 2 (d-e)
? ‘7 SO Sl

s \ /

. Guess - Resolve * * Construct
Ko,o Kia . difference X in the middle X solutions
in computations = + +

Kio

? ? CQ Cl

Fig. 2. Construction of a 1-dimensional biclique from dependent related-key differential trails: Guess difference
between computations and derive states S; and ciphertext C; as conforming elements.

3.3 Matching with Precomputations

Here we describe the idea of matching with precomputations that can provide significant
computational advantage due to amortized complexity. This can be seen as an efficient way
of checking equation (4) in the basic flow of biclique cryptanalysis.

First, the adversary computes and stores in memory 2 - 2¢ full computations

for all 4 Pim7 and for all j %MS]'

up to some matching variable v, which can be a small part of the internal cipher state. Then
for particular 7,7 he recomputes only those parts of the cipher that differ from the stored
ones:



The amount of recalculation depends on the diffusion properties of both internal rounds
and the key schedule of the cipher. The relatively slow diffusion in the AES key schedule
allows the adversary to skip most recomputations of the key schedule operations.

4 Two Paradigms of Key Recovery

We have introduced different approaches to construct bicliques and to perform matching with
precomputations. One may ask which approach is optimal and relevant. We have studied
several block ciphers and hash functions, including different variants of AES, and it turns
out that the optimal choice depends on a primitive, its diffusion properties, and features of
the key schedule. This prepares the case to introduce two paradigms for key recovery, which
differ both methodologically and in their use of tools.

To put our statement in context, let us consider the basic meet-in-the-middle attack
(Section2.1) and assume that it can be applied to m rounds of a primitive, while we are
going to attack r > m rounds.

4.1 Long Bicliques

Our first paradigm aims to construct a biclique at the remaining (r — m) rounds so that
the basic meet-in-the-middle attack can be applied with negligible modification. The first
advantage of this approach is that theoretically we can get the same advantage as the basic
attack if we manage to construct a biclique of appropriate dimension. If the dimension
is inevitably small due to the diffusion, then we use the second advantage: the biclique
construction methods based on differential cryptanalysis of block ciphers and hash functions.

The disadvantage of this paradigm is that the construction of bicliques for many rounds
is very difficult. Therefore, we are limited in the total number of rounds that we can attack.
Furthermore, the data complexity can be very large since we use all the degrees of freedom
to construct a biclique and may have nothing left to impose restrictions on the plaintexts or
ciphertexts.

Nevertheless, we expect this paradigm to benefit from the further development of differ-
ential cryptanalysis and the inside-out strategy and predict its applicability to many other
ciphers.

Hence, to check (4) the adversary selects an internal variable v € V' that can be computed
as follows for each key group {K[i, j]}:

N o

Therefore, the computational complexity of matching is upper bounded by 2¢ computations
of the cipher.
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Fig. 3. Long biclique attack with four states and four ciphertexts.

Complexity of Key Recovery Let us evaluate the full complexity of the long biclique
approach. Since the full key recovery is merely the application of Steps 1-3 272¢ times, we
get the following equation:

Cfull = 2n—2d [Cbiclique + Cmatch + Cfalsepos] )

where

— Chiclique is the complexity of constructing a single biclique. Since the differential-based
method is time-consuming, one has to amortize the construction cost by selecting a proper
set of neutral bytes that do not affect the biclique equations.

— Cpaten is the complexity of the computation of the internal variable v 2% times in each
direction. It is upper bounded by 2¢ calls of E.

— Claisepos 1s the complexity generated by false positives, which have to be matched on
other variables. If we match on a single byte, the number of false positives is about
224-8 Fach requires only a few operations to re-check.

Generally, the complexity is dominated by Cinaren, and hence has an advantage of at least 24
over brute-force. The memory complexity depends on the biclique construction procedure.

4.2 Independent Bicliques

Our second paradigm lets the attacker exploit the diffusion properties rather than differen-
tial, and does not aim to construct the longest biclique. In contrast, it proposes to construct
shorter bicliques with high dimension by tools like independent related-key differentials (Sec-
tion 3.1).

This approach has clear advantages. First, the data complexity can be made quite low.
Since the biclique area is small, the attack designer has more freedom to impose constraints
on the ciphertext and hence restrict it to a particular set. Secondly, the attack gets a compact
and small description, since the independent trails are generally short and self-explaining.

For the further explanation, we recall the decomposition of the cipher:

E: P—V—>85—>C,
& & &



In (4), the adversary detect the right key by computing an intermediate variable v in both
directions:

p K, 2 Kl g, (10
1 2

Since the meet-in-the-middle attack is no longer applicable to the & o &, we apply the
matching with precomputations (Section 3.3).

As in the long biclique paradigm, 22¢ keys are tested using only 2¢ intermediate cipher
states. The precomputation of about 24+ matches allows for a significant complexity gain
and is the major source of the computational advantage of our attacks on AES. The advantage
comes from the fact that in case of high dimension the basic computation has negligible cost,
and the full complexity is determined by the amount of precomputation. By a careful choice
of key groups, one is able to reduce the precomputation proportion to a very small factor,
e.g. factor 1/15 in attacks on reduced-round versions of AES-256.

Complexity of Key Recovery The full complexity of the independent biclique approach
is evaluated as follows:

Cfull = 2n—2d [Cbiclique + Cprecomp + Crecomp + Cfalsepos] 3

where

— Cprecomp is the complexity of the precomputation in Step 3. It is equivalent to less than
24 runs of the subcipher g.
— Crecomp is the complexity of the recomputation of the internal variable v 22d times. It

strongly depends on the diffusion properties of the cipher. For AES this value varies from
22d71.5 to 22d74_

The biclique construction is quite cheap in this paradigm. The method in Section 3.1 enables
construction of a biclique in only 29t calls of subcipher f. Therefore, the full key recovery
complexity is dominated by 2724 . Crecomp- We give more details for the case of AES in
further sections. The memory complexity of the key recovery is upper-bounded by storing
2¢ full computations of the cipher.

5 Description of AES

AES is a block cipher with 128-bit internal state and 128/192/256-bit key K (AES-128,
AES-192, AES-256, respectively). The internal state is represented by a 4 x 4 byte matrix,
and the key is represented by a 4 x 4/4 x 6/4 x 8 matrix.

The encryption works as follows. The plaintext is xored with the key, and then undergoes a
sequence of 10/12/14 rounds. Each round consists of four transformations: nonlinear bytewise
SubBytes, the byte permutation ShiftRows, linear transformation MixColumns, and the
addition with a subkey AddRoundKey. MixColumns is omitted in the last round.

SB is a nonlinear transformation operating on 8-bit S-boxes with maximum differential
probability as low as 27¢ (for most cases 0 or 277). The ShiftRows rotates bytes in row r
by r positions to the left. The MixColumns is a linear transformation with branch number
5, i.e. in the column equation (yo,y1,y2,y3) = MC(zg,x1,z2,23) only 5 and more variables
can be non-zero.

We address two internal states in each round as follows in AES-128: #1 is the state before
SubBytes in round 1, #2 is the state after MixColumns in round 1, #3 is the state before



SubBytes in round 2, ..., #19 is the state before SubBytes in round 10, #20 is the state
after ShiftRows in round 10 (MixColumns is omitted in the last round). The states in the
last round of AES-192 are addressed as #23 and #24, and of AES-256 as #27 and #28.

The subkeys come out of the key schedule procedure, which slightly differs for each version
of AES. The key K is expanded to a sequence of keys K, K K2, ... K9 which form a
4 x 60 byte array. Then the 128-bit subkeys $0,$1,$2,...,$14 come out of the sliding window
with a 4-column step. The keys in the expanded key are formed as follows. First, K* = K.
Then, column 0 of K" is the column 0 of K"~! xored with the nonlinear function (SK) of
the last column of K"~!. Subsequently, column i of K" is the xor of column i — 1 of K"~!
and of column i of K"~1. In AES-256 column 3 undergoes SubBytes transformation while
forming column 4.

Bytes within a state and a subkey are enumerated as follows

0]4]8](12
1151913
216]10[14
3| 7|11|15

Byte ¢ in state @) is addressed as Q);.

6 Independent Bicliques: Key Recovery for the Full AES-128

Table 3. Parameters of the key recovery for the full AES-128

f Biclique
Rounds |Dimension| A bytes|VE bytes Time Memory
8-10 8 $8s, 8812 | $81,$89 27 2°
Matching
g Precomputation Recomputation
Rounds v Workload| Memory [SubBytes: forward|SubBytes: backward
1-7 #512 28~ 2° 0.875 2.625
Total complexity
Memory| Chictique | Cprecomp | Crecomp Cralsepos Crun
913 o7 o7 514,14 58 512618

6.1 Key Partitioning

For more clarity we define the key groups with respect to the subkey $8 of round 8 and
enumerate the groups of keys by 212 base keys. Since the AES-128 key schedule bijectively
maps each key to $8, the enumeration is well-defined. The base keys K [0, 0] are all possible
2112 16-byte values with two bytes fixed to 0 whereas the remaining 14 bytes run over all
values:

0

The keys {K]i,j]} in a group are enumerated by all possible byte differences i and j with
respect to the base key K10, 0]:



This yields the partition of the round-8 subkey space, and hence the AES key space, into
the 2M2 groups of 26 keys each.

6.2 3-Round Biclique of Dimension 8

We construct a 3-round biclique from combined related-key differentials as described in
Section 3.1. The parameters of the key recovery are summarized in Table 3. The adversary
fixes Cp = 0 and derives Sy = f[?[lo o](CO) (Figure 13, left). The A;-differentials are based on

the difference AiK in $8, and V j-differentials are based on the difference V]K in $8:

14

AK($8) = and VJK($8) =

Both sets of differentials are depicted in Figure 13 in the truncated form. As they share no
active S-boxes, the resulting combined differentials yield a biclique of dimension 8.

Since the A;-differential affects only 12 bytes of the ciphertext, all the ciphertexts share
the same values in bytes Cj 1 4,13. Furthermore, since AiK($1010) = AZ-K($1014), the ciphertext

bytes Cig and Cy4 are also always equal. As a result, the data complexity does not exceed
288,

base . . . .
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I Step 2. Add A; to the key
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Fig. 4. AES-128 biclique from combined differentials: base computation as well as A;- and V;-differentials.
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keys K[i, j] and K[i, 0], now applied to the plaintext. Thanks to the low diffusion of the AES
key schedule and sparsity of the key difference in round 8, the whitening subkeys of K|[i, j]
and K[i, 0] differ in 9 bytes only. The difference is no longer a linear function of j as it is in
the computation of o, but still requires only three s-boxes in the key schedule to recompute.

The areas of internal states to be recomputed (with 13 S-boxes) are depicted in Figure 6.
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Fig. 6. Recomputation the forward direction: AES-128

6.3 Matching over 7 Rounds

Now we check whether the secret key Kgeerer belongs to the key group {K|i, j]} according
to Section 3.3. We make 29t precomputations of v and store values as well as the interme-
diate states and subkeys in memory. Then we check (10) for every i, j by recomputing only
those variables that differ from the ones stored in memory. Now we evaluate the amount of
recomputation in both directions.

Backward direction. Let us figure out how the computation oL Kid] S; differs from the
07
stored one Yj K10.4] S;. It is determined by the influence of the difference between keys

K|i,j] and K0, j] (see the definition of the key group in Section 6.1). The difference in the
subkey $5 is non-zero in only one byte, so we have to recompute as few as four S-boxes in
round 5 (state #13). The full area to be recomputed, which includes 41 S-boxes, is depicted
in Figure 5. Note that the difference in the relevant subkeys is a linear function of 7, and
hence can be precomputed and stored.

Forward computation. Now we look at how the computation P, —— K] o differs from the

K[i,0]
stored one P L) . Similarly, it is determined by the influence of the difference between

keys K i, j] and K[i, 0], now applied to the plaintext. Thanks to the low diffusion of the AES
key schedule and sparsity of the key difference in round 8, the whitening subkeys of K{[i, j]
and K1i,0] differ in 9 bytes only. The difference is no longer a linear function of j as it is
involved into the computation of o, but still requires only three S-boxes in the key schedule
to recompute. This effect and the areas of internal states to be recomputed (with 13 S-boxes)
are depicted in Figure 6.



6.4 Complexities

Since only a portion of the round function is recomputed, one has to be highly accurate in
evaluating the complexity Crecomp- A rough division of AES-128 into 10 rounds is not precise
enough. For a more exact evaluation, we count the number of S-boxes in each SubBytes
operation that we have to recompute, the number of active variables in MixColumns, the
number of output variables that we need from MixColumns, and, finally, the number of
S-boxes to recompute in the key schedule.

Altogether, we need an equivalent of 3.4375 SubBytes operations (i.e., 55 S-boxes), 2.3125
MixColumns operations, and a negligible amount of XORs in the key schedule. The number of
SubBytes computations clearly is a larger summand. S-boxes are also the major contributor
to the practical complexity of AES both in hardware and software. Therefore, if we aim for a
single number that refers to the complexity, it makes sense to count the number of SubBytes
operations that we need and compare it to that in the full cipher. The latter number is
10 4+ 2.5 = 12.5 as we have to take the key schedule nonlinearity into account. As a result,
Chrecomp is equivalent to 216.3.4375/12.5 = 21414 1yns of the full AES-128. The values Chiclique
and Cprecomp together do not exceed 28 calls of the full AES-128.

The full computational complexity amounts to about

2112 (28 + 214.14 + 28) — 2126.18.

The memory requirement is upper-bounded by the storage of 28 full computations of g. Since
the coverage of the key space by groups around base keys is complete, the success probability
is 1.

This approach for 8-round AES-128 yields a key recovery with computational complexity
about 212534 data complexity 288, memory complexity 2%, and success probability 1. Simi-
larly, preimage search for the compression function of the full AES-128 in Miyaguchi-Preneel
mode requires about 21283 computations, 28 memory, and has a success probability of about
0.6321.

7 Indepent Bicliques for the Full AES-192

7.1 Key Partitioning

We define the key groups with respect to the expanded key block K%, which consists of the
subkey $9 and left two columns of the subkey $10 (further denoted by $101,) and enumerate
the groups of keys by 2170 base keys. Since the AES-192 key schedule bijectively maps each
key to $9(|$10,, the enumeration is well-defined. The base keys K[0,0] are all possible 2!76
24-byte values with two bytes fixed to 0 whereas the remaining 22 bytes run over all values:

0

0

The keys {K|i, j]} in a group are enumerated by all possible byte differences i and j with
respect to the base key K0, 0]:

Af(89]|$10r,) = “Hand VE($9/[$10,) = Ll |



where (i1, 12) are all possible columns that have one byte zero after applying MixColumns ™ *:

0
zl = MixColumns (11)
2

0

O ¥ = %

This yields the partition of the AES-192 key space by the 217 groups of 26 keys each.

7.2 4-Round Biclique

The parameters of the key recovery are outlined in Table 4. The biclique is defined anal-
ogously to the biclique for AES-128. Thanks to the longer key, we are able to construct a
biclique over 4-round f, so that Sp = #17. Again, the A;- and V j-differential trails share no
active S-boxes (Figure 7).

Table 4. Parameters of the key recovery in the full AES-192

f Biclique
Rounds |Dimension| A% bytes| V¥ bytes Time Memory
9-12 8 $617, $615|$611, $617 27 2°
Matching
g Precomputation Recomputation
Rounds v Workload| Memory |SubBytes: forward|SubBytes: backward
1-8 #T12 28~¢ 29 1.1875 1.625
Total complexity
Memory| Chictique | Cprecomp | Crecomp Cralsepos Cruu
913 o7 o7 913.68 28 189.68

Since the A;-differential affects only 12 bytes of the ciphertext, all the ciphertexts share
the same values in bytes Cs 6.7 10- Furthermore, since AKX ($120) = AX($1215) and AK($129) =
AK($1213), we have the following property for the ciphertext bytes:

C() = 012 and Cg == 013.

As a result, the data complexity does not exceed 280.

7.3 Matching over 8 Rounds

The partial matching procedure is very similar to that in AES-128. The areas to be recom-
puted in the backward direction are depicted in Figure 8, and in the forward direction in
Figure 9. In the backward direction we save two S-boxes, since the AX($9]/$10) is the ex-
pansion of 3-byte difference by MixColumns (Equation (11)). As a result, only six (instead of
eight) S-boxes needs recomputing in state #15 (round 8). Regarding the forward direction,
the whitening subkeys $0 differ in 4 bytes only, which makes only four S-boxes to recompute.
Note that the difference in the relevant subkeys is a linear function of ¢ and j, respectively,
and hence can be precomputed and stored.
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7.4 Complexities

Again, we aim to count the nonlinear operations as both a larger summand and the bottleneck
of most implementations. Altogether, we need an equivalent of 2.8125 SubBytes operations
compared to the equivalent of 14 in the full cipher (there are 8 key schedule rounds). As a
result, Cprecomp 1S equivalent to 216.2.8125/14 = 21358 yuns of the full AES-192. The full
computational complexity amounts to about

2172 X (29 + 213.68) — 2189.74.

The memory requirement is upper-bounded by the storage of 28 full computations of g. Since
the coverage of the key space by groups around base keys is complete, the success probability
is 1.

This approach for 9-round AES-192 yields a key recovery with computational complexity
about 2188 data complexity 250, memory complexity 28, and success probability 1. Similarly,
preimage search for the compression function of the full AES-192 in Davies-Meyer mode
requires about 212571 computations, 2° memory, and has success rate 0.6321.

8 Independent Bicliques for the Full AES-256

Table 5. Parameters of the key recovery in the full AES-256

f Biclique
Rounds |Dimension| A% bytes| V¥ bytes Time Memory
11-14 8 $12, $135 2" 2°
Matching
g Precomputation Recomputation
Rounds v Workload| Memory |SubBytes: forward|SubBytes: backward
1-10 #712 27 29 0.625 4.8125
Total complexity
Memory| Chictique | Cprecomp | Crecomp Cralsepos Crun
913 o7 o7 514.64 28 254.64

8.1 Key Partitioning

We define the key groups with respect to the expanded key block K% = $12|[$13 and enu-
merate the groups of keys by 2240 base keys. Since the AES-256 key schedule bijectively maps
each key to $12||$13, the enumeration is well-defined. The base keys K0, 0] are all possible
2240 39 byte values with two bytes fixed to 0 whereas the remaining 30 bytes run over all
values:

0
The keys {K|[i, j]} in a group are enumerated by all possible byte differences i and j with
respect to the base key K10, 0]:




AK($12/|$13) =

and VI ($12/[$13) =

This yields the partition of the AES-256 key space into the 2249 groups of 2'¢ keys each.

8.2 4-Round Biclique

The parameters of the key recovery are outlined in Table 5. The biclique is defined anal-
ogously to the biclique for AES-128. Thanks to the longer key, we are able to construct a
biclique over 4-round f, so that Sy = #21. Again, the A;- and V;-differential trails share no
active S-boxes (Figure 15).
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The A;-differential affects only 7 bytes of the ciphertext, and the key difference is equal
in all non-zero bytes of $14. Therefore, the data complexity does not exceed 240,

8.3 Matching over 10 Rounds

The partial matching procedure is again similar to that in AES-128. The areas to be re-
computed in the backward direction are depicted in Figure 11, and in the forward direction
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in Figure 12. The whitening subkeys differ in 1 byte only. Note that the difference in the
relevant subkeys is a linear function of ¢ and j, respectively, and hence can be precomputed
and stored.

8.4 Complexities

Again, we aim to count the non-linear operations as both a larger summand and the bot-
tleneck of most implementations. Altogether, we need an equivalent of 5.4375 SubBytes
operations compared to the equivalent of 17.25 in the full cipher (there are 6.5 key sched-
ule rounds). As a result, Cyecomp is equivalent to 216 . 5.625/17.25 = 214-383 runs of the full
AES-256. The full computational complexity amounts to about

2240 X (29 + 214.383) — 2254.42.

The memory requirement is upper bounded by the storage of 2% full computations of g. Since
the coverage of the key space by groups around base keys is full, the success probability is 1.

This approach for 9-round AES-256 yields a key recovery with computational complex-
ity about 22192 data complexity 2'2°, memory complexity 2%, and success probability 1.
Similarly, preimage search for the compression function of the full AES-256 in Davies-Meyer
mode requires about 212635 computations, 28 memory, and works with success probability
0.6321.

9 Long Bicliques: Key Recovery for 8-Round AES-128

We view the sequence SB o AK o MC o SR o SB as a layer of four parallel 32-bit super
bozes [16], each parameterized with the corresponding column of the subkey. We decided to
include SR to the Super Box for more clarity.

9.1 Attack

Following the long biclique paradigm, we construct a biclique for the maximum number
of rounds — 5. We have to set dimension to 1 and use heavily dependent differential trails
(Section 3.2).



Step 1. A biclique of dimension 1 involves two states, two ciphertexts, and a group of four
keys, which is defined as follows:

The keys in the group are defined via the differences in subkeys $4 and $6:, i.e. like in a
related-subkey boomerang attack:

K[0,1] $4(K[0,1]) @ $4(K[0,0]) = AK;
K], $6(K[1,0]) & $6(K[0,0]) = VK;
K], $4(K[1,1]) ® $4(K[0,1]) = AK.

The differences AK and VK are defined columnwise:
AK = (4,0,0,0); VK =(B,0,B,0),

where

= MixColumns

* % ¥ O
o O O

Let us note that VK in round 8 (V$8) is equal to (B,0,0,0).

Instead of fixing the full keys in the group, we fix only three key bytes in the last column
of $5 so that we know the key difference in the A-trail in round 6.

We split the 8-round AES-128 as follows:

— &1 is round 1.
— &5 is rounds 2-3.
— &3 is rounds 4-8.

Step 2. An illustration of the biclique construction in steps 2(a) - 2(e) is given in Fig. 13.

Step 2 (a). The intermediate state in & is the Super-Box layer in rounds 6-7. We construct
truncated differential trails in rounds 5 based on the injection of AK after round 4 (Fig. 13,
left), and in rounds 7-8 based on the injection of V($8) after round 8 (Fig. 13, right). Given
the keys in the group, we know the key differences in trails.

Step 2 (b). We guess the actual differences in the truncated trails. We have three active
S-boxes in round 5 and one active S-boxes in round 8. In total we make 2742 = 256 guesses.

Step 2 (c). First, for Super-boxes in columns 0 and 1 we construct all possible solutions that
conform to the input and output differences. We note that the $6 bytes not adjacent to active
S-boxes in the V-trail in round 7 do not affect the V-trail, and thus can be left undefined.
Therefore, we construct 264732 = 232 solutions. Similarly, we construct all possible solutions
for Super-boxes in columns 2 and 3. We get only 224 solutions since we have restricted three
bytes of $5.
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Fig. 13. Biclique construction in AES-128.

Step 2 (d). Outbound phase: we combine the solutions for pairs of Super-boxes and filter
out those that are incompatible with the S-box behavior guessed in rounds 6 and 8. In round 8
we have a full 14-bit filter, and in round 6 we have only a portion of filter via the differences in
the extended V-trails. For the latter, the filter is 6 bit per active S-box, with the remaining 8-
bit filter to be fulfilled by adjusting the key. Therefore, we have 232+24-14=6:3 — 924 go]utions.
In those solutions we have fixed 64 bits of $6 and 24 bits of $5, which gives 80 bits in total due
to dependencies. Finally, we additionally fix 24 key bits to sustain the difference propagation
in round 6. Taking the guess of differences into account, we have constructed 2% bicliques
with 104 key bits fixed. The remaining 126 — 104 = 22 key bits that define the key group can
be chosen arbitrarily, so we amortize the construction of a biclique. As a result, we construct
2102 hicliques for each value of the three bytes of $5 we have fixed in advance.

Step 2 (e). We do not restrict the ciphertexts.

Step 3-5. We ask for the decryption of two ciphertexts and get two plaintexts. The matching
position (v) is the state 52273. We compute v in both directions and check for the match
(Figure 14).

Step 6. We construct 222 bicliques out of one by choosing 22 bits of the key (defined in Step
2 (d)) so that difference propagation in the guessed parts remains untouched. The simplest
change that does not affect the trails is the flip in two bytes of K% not adjacent to the active
S-boxes and simultaneously in four bytes of K® so that three active S-boxes in round 5 are
stable.



9.2 Complexity

Solutions for the Super-boxes are constructed online by substituting 232 input pairs to the
super-box transformation and filtering out incorrect quartets. This gives the time complexity
232 and the memory complexity 2'6. Therefore, Step 2 (c) has complexity 232. It also dom-
inates the complexity of other steps, so we construct 250 bicliques with 104 fixed key bits
in 296132 = 288 and 2192 bicliques in 288 plus the time required to construct a new biclique
(Step 6). Again, in the complexity evaluation we count the number of recomputed S-boxes.
Step 6 requires 3/8 SubBytes operations in round 5, 1 in round 4, 1/8 in round 7, 1/2 in
round 8 per biclique ciphertext, hence 4 SubBytes operations per biclique. In the matching
phase we compute 9 S-boxes in rounds 1-3, i.e. 1.125 SubBytes operations per biclique. Ad-
ditionally, Step 6 requires four S-boxes in the key schedule to recalculate, of which only two
are relevant for the matching. Recall that AES-128 has 40 S-boxes in the key schedule, or
equivalent of 2.5 SubBytes operations.

The chance of getting a false positive is 4278 = 276 per biclique. Most of false positives
require only round 2 to recompute, which gives 272 AES calls overhead on average, which
is negligible compared to the matching phase. Therefore, the total complexity of the attack
with 2126 bicliques is about

2126 (4/10.5 + 279 + 1.125/10.5) = 212497,

with 232 memory and 2'%7 data.
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Fig. 14. Matching in the 8-round attack on AES-128.



9.3 Swuccess rate

Our attack always outputs the right key as soon as it belongs to one of the quartets produced
in the attack. As the key bits are adaptively chosen in the attack, the algorithm does not
guarantee that the quartets are pairwise different. On the other hand, each quartet has
equal chance to be produced. Therefore, we estimate that the algorithm generates a natural
proportion of (1—1/e) = 63% quartets. If we keep track of quartets in the loop after the guess
of three bytes of K°, then the memory complexity grows to 292, For a success probability
of 63% the second variant of the attack produces 2'2%33 bicliques in 2?43 time, and needs
2126-33 chosen ciphertexts. The workload/success rate ratio is thus 212497,

10 Long Bicliques: 9-Round AES-256

Our attack is differential-based biclique attack (Section 3.2).

Step 1. A biclique of dimension 1 involves two states, two ciphertexts, and a group of four
keys. The keys in the group are defined via the difference in subkeys:

KI0,1] : $5(K10,1]) ® $5(K[0,0]) = AK;;
KI1,0] : $6(K[1,0]) ® $6(K[0,0]) = VK;

KI1,1]: $6(K[1,1]) ® $6(K]0,1]) = VK.

The differences AK and VK are defined columnwise:
AK = (A,0,0,0); VK = (B, B,0,0),
where

0 0 *

A = MixColumns 01, B = 21 - MixColumns *

o 217 T lpo| 0

0 2 0

Let us note that the key relation in the next expanded key is still linear:
$4(K1,0]) & $4(K[0,0]) = $4(K[1,1]) & $4(K0,1]) = (B,0,0,0).

Evidently, the groups do not intersect and cover the full key space.
We split the 9-round AES-256 as follows:

— &1 is round 1.
— &5 is rounds 2-4.
— &3 is rounds 5-9.

Step 2. An illustration of steps 2(a) - 2(e) is given in Fig. 15.

Step 2 (a). The intermediate state T" in &3 is the S-box layer in round 7. We construct trun-
cated differential trails in rounds 5-6 based on the injection of AK after round 5 (Figure 15,
left), and in rounds 7-9 based on the injection of VK before round 9 (Figure 15, right).
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Step 2 (b). We guess the differences in the truncated trails up to 7. We have four active
S-boxes in round 6 and two active S-boxes in round 8. We also require A-trails be equal. In
total we make 27(4122) = 956 gyjegges.

Step 2 (c). For each S-box in round 7 that is active in both trails (eight in total) we take
a quartet of values that conform to the input and output differences, being essentially the
boomerang quartet for the S-box (one solution per S-box on average). For the remaining 8
S-boxes we take all possible values. Therefore, we have 264
inbound phase, or 2!?Y solutions in total.

solutions for each guess in the

Step 2 (d). Outbound phase: we filter out the solutions that do not conform to the differ-
ential trails in rounds 6 and 8. We have four active S-boxes in each A-trail, and two active
S-boxes in each V-trail, hence 12 in total. Therefore, we get a 84-bit filter, and leave with
236 bicliques.

Step 2 (e). Now we keep only the bicliques with byte C ¢ equal to zero in both ciphertexts.
This is a 16-bit filter, which reduces the number of bicliques to 22°. We need only one.

Step 3-5. We ask for the decryption of two ciphertexts and get two plaintexts. The matching
position (v) is the byte #30,0. As demonstrated in Fig. 16, it is equal as a function of the



plaintext for keys with difference AK (not affected by lightblue cells), and is also equal as a
function of S for keys with difference VK (not affected by red cells). We compute v in both
directions and check for the match.

Step 6. We can produce sufficiently many bicliques out of one to amortize the construction
cost. Let us look at the subkey $6 in the outbound phase. We can change its value to any of
the 296 specific values so that the active S-boxes in round 6 during the outbound phase are
not affected. On the other hand, any change in bytes in rows 1,2,3 affects only those rows in
the subkeys $8 and $9 and hence does not affect Cp g. Therefore, we have 128 —32 —32 = 64
neutral bits in $6.

Similarly, we identify 9 bytes in $7 that can be changed so that $6, the active S-boxes in
round 8, and the byte Cp o are unaffected. Those are bytes in the first three columns not on
the main diagonal. Therefore, we have 72 neutral bits in $7, and 136 neutral bits in total.

Complexity. A single biclique with the Cp = 0 is constructed with complexity 2129720 =
2190 and 2% memory for table lookups at Step 2 (c). However, 136 neutral bits in the key
reduce the amortized construction cost significantly. Let us compute the cost of constructing
a new biclique according to Step 6. A change in a single byte in K7 needs 5 S-boxes, 1 Mix-
Column and several XORs recomputing for each ciphertext, which gives us the complexity
of 10/16 AES rounds. This change also affects two bytes of K®, so we have to recompute
one half of round 5, with the resulting complexity of 1 AES round per biclique. The total
amortized complexity is 1.625 AES rounds.

In the matching part we compute a single byte in two directions, thus spending 9/16 of
a round in rounds 1-3, and full round 4, i.e. 3.125 full rounds per biclique. In total we need
4.75 AES rounds per biclique, i.e. 27992 9-round AES-256 calls. The complexity generated
by false positives is at most 270 rounds per biclique. We need 22°* bicliques, so the total
complexity is 22931,

The data complexity is since one ciphertext byte is always fixed. The success rate of
the attack is 1, since we can generate many bicliques for each key group.

2120

11 On practical verification

Especially for the type of cryptanalysis described in this paper were carring out an attack in
full is computationally infeasible, practical verification of attack details and steps is important
in order to confidence in it. To address this, we explicitly state the following:

— We verified all truncated differentials through 8-round and 10-round AES-128 key-schedules,
and through 9-round AES-256 key-schedule.

— We implemented the technically most complex part of one of our attacks: the long-biclique
construction (for the AES-256 attack). We verified the complexity estimate, and also give
an example of a biclique in Table 7 in the Appendix.

— We checked the distribution of super-box output differences. We checked that it is random
enough where we require randomness, though some non-random behavior was detected
and might be important for constructing bicliques of high dimension over super-boxes.
Note that we avoid doing this in the independent-biclique approach.

— We verified that some difference guesses must be equal like in the AES-256 attack due
to the branch number of MixColumns that results in the correlation of differences in the
outbound phase.
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12 Discussion and Conclusions

We propose the concept of bicliques for block cipher cryptanalysis and give various applica-
tion to AES, including a key recovery method for the full versions of AES-128, AES-192, and
AES-256. For the latter, we allow a small portion of the cipher to be recomputed in every
key test. The use of bicliques in combination with the technique of matching with precom-
putation, results in a surprisingly low recomputation in the innermost loop, varying from
about 1/3 to approximately 1/5 of the cipher depending on the key size, while having data
complexities of 288, 289 and 240 plaintext-ciphertext pairs, respectively. Arguably no known
generic approach to key recovery allows for that gain. We notice that the data complexity of
key recovery can be significantly reduced by sacrificing only a small factor of computational
advantage.

To conclude, we discuss the properties of AES that allowed us to cover more rounds than
in previous cryptanalysis, discuss the attained computational advantage, and list a number
of problems to consider for future work.

12.1 What properties of the AES allowed to obtain these new results

Our approach heavily relies on the existence of high-probability related-key differentials over
a part of the cipher. More specifically:

— The round transformation of AES is not designed to have strong resistance against several
classes of attacks for a smaller number of rounds. The fact that our approach allows to
split up the cipher into three parts exposes these properties even when considering the full
cipher. Also, as already observed in [19,37], the fact that the MixColumn transformation
is omitted in the last round of AES helps to design attacks for more rounds.

— In the key schedule, we especially take advantage of the relatively slow backwards diffu-
sion. Whereas using key-schedule properties in related-key attacks is natural, there seem
only a few examples in the literature where this is used in the arguably more relevant
single-key setting. This includes the attack on the self-synchronized stream cipher Mous-
tique [28], the lightweight block cipher KTANTAN [12], and recent improvements upon
attacks on 8-rounds of AES-192 and AES-256 [20].

12.2 On the computational advantage of the biclique techniques

Most computational complexities in this paper are relatively close to those of generic attacks.
In here we discuss why we think the complexity advantage is meaningful.

— The attacks with independent bicliques — which lead to the key recovery for the full AES
— allow us to be very precise about the required computations. In all cases we arrive at
a computational complexity that is considerably lower than generic attacks.

— For the attacks with long bicliques, whenever it is difficult to be precise about certain
parts of our estimates, we choose to be conservative, potentially resulting in an under-
estimate of the claimed improvement. Again, in all cases we arrive at a computational
complexity that is considerably lower than generic attacks.

— Improved AES implementations (that may e.g. be used to speed-up brute force key
search) will very likely also improve the biclique techniques we propose.

— To the best of our knowledge, there are no generic methods known that would speed-up
key-recovery attacks given a part of the codebook.



12.3 Open Problems

There are a number of other settings this approach may be applied to. It will be interesting
to study other block ciphers like the AES finalists or more recent proposals with respect
to this class of attacks. Also, we may decide to drop the requirement of the biclique to be
complete, i.e. instead of a complete bipartite graph consider a more general graph. There
may be cases where different tradeoffs between success probability, complexity requirements,
and even number of rounds are obtainable. Alternatively, this paper may inspire work on
more generic attacks on block ciphers that try to take advantage of the fact that a small
part of the codebook, or some memory, is available.
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Table 6. Summary of previous results on AES in the single-key model

rounds| data | workload |mem0ry| method | reference
AES-128
7 [2tETY7 2120 204 Square [23], 2000
7 232 Q128—e 2190 1Square-functional|[24], 2000
7 | 24T 2128 2109 impossible [3], 2007
7 | 2teh 2119 245 impossible  |[45], 2007
7| 21155 o119 2109 impossible [4], 2008
7| 21122 2112 4 olIT2NA 21092 impossible | [31] 2008
7 280 21349123 precomp. 2122 MitM [18], 2009
7 | 21062 21071 4 oHT-2N[A 2942 impossible  {[33], 2010
7 Q103 Q116 2116 | Square-multiset |[20], 2010
AES-192
7 |2127997 2120 204 Square [23], 2000
7 236 2155 232 Square [23], 2000
7 232 2182 232 Square (32], 2000
7 232 2140 284 ISquare-functional|[24], 2000
7 292 2186 2153 Impossible  |[36], 2004
7| 21155 o119 245 impossible  [[45], 2007
7 292 2162 2153 impossible  [[45], 2007
7 2912 21392 261 impossible [31] 2008
7 | 2t38 2118 EMA 289-2 impossible | [31] 2008
7| 234Fn | 974N 9208-n hrecomp. | 229677 MitM [17], 2008
7 280 211319123 hrecomp. o122 MitM [18], 2009
7 2108 2116 2116 | Square-multiset |[20], 2010
g 2127997 2188 204 Square (23], 2000
8 2113 2172 2129 | Square-multiset |[20], 2010
AES-256
7 236 2172 232 Square [23], 2000
7 |2127997 2120 204 Square [23], 2000
7 232 2200 232 Square [32], 2000
7 232 o184 2140 |Square-functional|[24], 2000
7 2925 22505 2153 Impossible  |[36], 2004
7| 2teh 2119 245 impossible  |[45], 2007
7 | 2t38 21BENA 289-2 impossible | [31] 2008
7 292 2163MA 261 impossible | [31] 2008
7 | 23Fn | 274N 4 9208=n precomp. | 220677 MitM [17], 2008
7 280 211342123 precomp. 2122 MitM (18], 2009
8 2127997 2204 1044 Square [23], 2000
8 Q116-5 22475 215 impossible [45], 2007
8 289-1 2229 T\ A 297 impossible | [31] 2008
g | 2ttt 222TEMA gti2:1 impossible | [31] 2008
8 | 234Fm |22024n 1 9208=n precomp.| 220677 MitM [17], 2008
8 280 2241 2123 MitM (18], 2009
8 2113 2196 2129 | Square-multiset |[20], 2010
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Fig. 17. Biclique differentials and matching in AES-128. Recomputation parts are derived as follows: formally
overlap pink and blue schemes, then interleaving parts must be recomputed (darkgray cells). The lightgray
cells are those excluded from recomputation since we do not match on the full state.



So

S1

Co

Ci

40 8a ba 52
30 4a 10 52
34 b6 84 52
b8 fe aa 52

44 d2 66 b
32 34 6e {7
36 f4 b0 7a
b8 ba 71 3a

79 18 c0 8e
67 ac 89 9e
2e 39 52 84
3c fd 40 26

5d 08 b5 ac
eb bd d3 54
a0 ac d9 8a
09 6a 55 le

Ko,0[3]

Ko,1[3]

7d 8a d8 a4 30 e8 0 0
12 a8 9 31 524200
1255¢d 0b32d600
58 66 d8 cf 54 f8 00

7d 8ad8 a4 34 ec 4 4
12 a8 f9 31 58 40 2 2
12 55 ¢d Ob 30 d4 2 2
58 66 d8 cf 52 fe 6 6

K1,0[3]

K1,1(3]

7d 8a d8 a4 30 e8 0 0
10 aa f9 31 524200
abeccd0b32d600
5a 64 d8 cf 54 f8 00

7d 8a d8 a4 34 ec 4 4
10 aa 9 31 58 40 2 2
ab ec cd 0b 30 d4 2 2
5a 64 d8 cf 52 fe 6 6

Table 7. Example of a biclique for AES-256. S; are states after MixColumns in round 5, C; are ciphertexts.




