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Fast facts

Polyhedra is a small UK-based software company that
provides Main Memory Database (MMDB) technol-
ogy. Some of the unique attributes of the Polyhedra
MMDB stem from its origin in Process Control, but
have a wide potential appeal across many market
segments.

Key findings

In the opinion of Bloor Research the following repre-
sent the key facts of which prospective users should
be aware:

• MMDB products offer performance advantages
of at least an order of magnitude over conven-
tional database products, even when the con-
ventional product is able to cache all the data in
memory.

• Polyhedra takes this performance potential a
step further through its Object Oriented archi-
tecture - in particular the capability of having
application logic resident within the database.

• Polyhedra is especially suitable for event-
driven environments - where applications or
clients need to be informed whenever certain
conditions are met. The manner of implementa-
tion in Polyhedra causes negligible system
overhead compared with traditional methods.

• Polyhedra has impressive fault tolerance and
automatic fail-over features that make it suit-
able for high-availability applications.

• Polyhedra has integration features that enable it
to take part in a heterogeneous system with
“legacy” disk-based DBMS products.

• Parallel processing features are less advanced
than might be expected, but this is unlikely to
impact the performance of suitable applications.

• Full exploitation of Polyhedra’s performance
features will result in applications that will not
easily port to alternative MMDB products.
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• The product lacks some of the niceties such as graphical administration tools – however this
does not greatly impact the usability of Polyhedra.

• Polyhedra is being used successfully by a number of high-profile users in support of a vari-
ety of application types.

The bottom line

Polyhedra’s innovative use of main memory provides a performance potential that is beyond the
scope of mainstream products. Considerable thought has been put into achieving this perfor-
mance while permitting integration with legacy systems. The end result is a very competent prod-
uct that is ready for mission-critical work where applications have extreme performance
requirements. There is a proviso that prospective users should identify appropriate applications
and be prepared to adapt their way of working to accommodate the unique features of Polyhedra.

Background information

Polyhedra was established in 1990 to build and implement SCADA (Supervisory Control and
Data Acquisition) technology for process control environments. Having initially built custom
software solutions, Polyhedra launched the first version of its Main Memory Database (MMDB)
product – also called Polyhedra – in 1994. In doing so it became the world’s first vendor of a com-
mercial MMDB product.

Polyhedra is a privately owned Plc, with all of the shares owned by directors of the company.
Polyhedra Plc also owns 100% of Polyhedra Inc., the US office of Polyhedra technology.

At the time of writing it employs 19 staff across two locations in England, with sales, administra-
tion and support services at the head office in Cranfield, and development based at a separate lo-
cation in Shepton Mallet.

The Polyhedra product is appropriate to a wide variety of mainstream IT applications as well as
process control, telecommunications and other specialised uses. Despite Polyhedra’s small size it
has an impressive customer list including:

• Process control: Bristol Babcock, Hartman & Braun, Imperial Tobacco, Northwest Water,
Instem, Pan Canadian

• Telecommunications: Ericsson Radio Systems, Marconi Communications

• Defence & Aerospace: Marconi Avionics, General Dynamics, DERA, NASA Jet Propulsion
Laboratory.
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Product overview

The Polyhedra MMDB presents a mixture of concepts that will be very familiar to mainstream IT
professionals as well as leading edge main memory exploitation features and a number of innova-
tions that will require an extra level of explanation. This paper is not intended to be an exhaustive
technical evaluation, but will provide sufficient technical information so that readers can under-
stand the applicability of the product to potential business uses.

At an overview level, Polyhedra is a database management system that is optimised to provide
very high performance through managing the data contents entirely within main memory. It is
possible for the data to be resident in virtual memory, so bypassing size limitations, but this is not
recommended.

Polyhedra uses an Object-Relational data model. The emphasis here is more on the Object than
the Relational – a more appropriate classification might be Object-SQL. It is possible to implement
a fully normalised relational data structure, but this is not the best way to exploit the potential of
the product. Much of the performance derives from the ability to execute logic components that
are resident entirely within the MMDB address space. These features will be described in more
detail later in this paper.

Polyhedra provides a powerful scripting language CL (Command Language) that is used to de-
fine the logic which executes within the database. CL is a true object language. It predates Java
and is claimed to have greater functionality than Java – but it is still rather a shame that users do
not currently have the choice of languages. CL has been used to build out the functionality of the
product – Polyhedra’s own Web site is driven by a Polyhedra database that has been extended
through CL to support HTTP and act as a self-contained Web server.

The principal Application Program Interface (API) is ODBC and is available across all of the usual
platforms. There is a growing emphasis on Microsoft’s OLE/DB, which is currently only available
on Windows platforms. OLE/DB provides a level of interoperability with conforming applica-
tions that is beyond any other DBMS of which we are currently aware. This too will be described
later. A native API is also supported, but Polyhedra recommend the use of one of the higher level
interfaces. Polyhedra also provides a Generic Device Interface that can be programmed to inter-
face with any type of intelligent device – typically to receive streamed updates from sensors in a
process control environment.

There is a very comprehensive set of extensions to the product that includes a fully fault-tolerant
failover/failback capability, support for chaining data subsets between multiple implementa-
tions and data interchange with conventional disk-based data sources. While the data resides in
memory, various disk-based processes assure the ability to recover from system failures and pro-
vide comprehensive auditing features.

What is missing?

The product is functionally very rich, but lacks some of the niceties of the longer established
disk-based databases. In particular there is no graphical management workbench for the product,
the principal interface being SQL. This lack is offset by the inherent simplicity of memory-based
operations – most of the tuning complexities of a conventional DBMS being redundant.
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The current product also lacks effective support for parallel processing. This is less of an issue
than it sounds. Typical Polyhedra databases receive many more retrieval requests than updates,
and the latest version of the product supports parallel enquiry operations – however update oper-
ations are single threaded. This will be explained in more detail later.

Overall impression

Polyhedra is an immensely competent product. It has very rich functionality and a performance
potential that puts it in a different league to today’s mainstream data environments. It lacks the
packaging and depth of support of more mature products.

Polyhedra has a natural advantage in its area of core competence – process control. Because it has
emerged from this market sector it possesses characteristics that are unmatched by other DBMS
products – whether main memory or disk based. Within the process control space Polyhedra’s
real competition is custom-coded solutions rather than other products, since no mainstream
dbms could swallow the volume of data streamed at a high rate from a variety of sensors while
still providing rapid information delivery. It is unlikely that custom-coded solutions could offer
the flexibility, platform portability, stability and ease of maintenance possible with an
off-the-shelf product, so this appears to be a good market with which to establish both the product
and the company.

We believe that the product is capable of succeeding in several other markets also, and that it
would be an excellent candidate for partner organisations to sell along with their own expertise in
different industry areas. Of these candidate markets, telecom and Web customisation are both en-
joying rapid growth and are likely to provide the potential for major sales of a product such as
Polyhedra. However these market segments will also attract more competition.

There is a significant chance of Polyhedra being the subject of acquisition by traditional IT soft-
ware vendors that recognise the need to enter the MMDB marketplace. We do not believe that any
such acquisition need be cause for concern for potential customers, since it would be made on the
basis of continuing the development of the technology and bringing it to a wider user base.
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Technology

Platforms

The core of the Polyhedra product is known as the Polyhedra RTRDB (Real Time Relational Data-
base). It is available on the following platforms:

• Microsoft: Windows 95/98, Windows NT 3.5, 4.0, Windows 2000

• UNIX: Linux, HP-UX, Digital UNIX, Solaris, AIX, FreeBSD (using Linux Compatibility
Mode), SCO

• Real-time Operating Systems: OSE, VxWorks, pSOS, LynxOS

Main Memory exploitation

The Polyhedra product is designed to support environments that must be event driven in order to
achieve response times close to zero-latency. The first requirement to achieve this is to remove all
of the disk latency and all of the processing concerned with disk operations.

Data within a Polyhedra database resides totally within memory at run time. At start-up the data
structure is loaded from disk into memory and all further primary activities are carried out in
memory. Many modern Relational Database Management System (RDBMS) products have the
ability to cache tables in memory if sufficient memory is available. Yet these products still carry
the overhead of managing block-based data with all of the associated buffer searching algorithms.
Polyhedra and other MMDB products perform significantly faster (typically a factor of ten or
more) than these products even when all of the data is cached in memory.

Because no disk management is required there is no need to organise data in blocks, and be-
cause there is no performance advantage in serial processing there is no need to reorganise data
to maintain a physical sequence. Fixed length rows are stored in fixed length locations, variable
length rows are allocated an initial space and a simple pointer chain to an overflow area man-
ages subsequent increased length. There is no performance advantage in defragmenting the da-
tabase.

Polyhedra uses 64bit addressing when implemented on a suitable platform, so that the maximum
size of the database is limited only by the available memory. It is possible to use virtual memory to
define a database larger than the physical memory available, but Polyhedra does not recommend
this due to inefficiency of the paging of virtual memory by the operating system.

Data structure

Information is stored as rows within tables, but the Object-Relational model of Polyhedra encour-
ages the use of denormalisation, in particular the use of embedded arrays to reduce the need for
“join” processing and further enhance performance. The data structure is defined using SQL and
metadata is stored as a set of system tables within the database, being used dynamically at run
time.
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Keys and Indexing

Polyhedra ensures entity integrity through the mandatory definition of a unique primary key on
each table, implemented through an index. Additionally any number of alternate indexes may be
established which may be defined as unique or non-unique as required. Indexes may be defined
against compound keys (i.e. consisting of multiple columns).

Just one index structure is supported – hashed index. However this is very different from the
hashed index structure found in disk-based systems. The hashing algorithm reduces the key
value to a location in the index, the value at that location is a pointer to the beginning of the row.
And that’s it – there is no need to store the key value within the index structure because that can be
found without any overhead from the in-memory storage location that is being addressed. Dupli-
cate values are chained together via “red tape” information attached to each row.

Foreign keys are avoided entirely. Instead of carrying an extra index to relate rows in one table to
a “parent” row in another, the “child” rows simply carry the address of the parent row, from
which the parent value can be established. An index may still be established on the child table as
needed.

The impact of these capabilities is that each piece of information need be stored once only, the
need for indexes is greatly reduced, and indexes themselves are very much smaller than in an
equivalent disk-based dbms.

Command Language

Command Language (CL) is the scripting language that is used to define the logic components
that execute within the database. The capabilities of CL provide an essential component for ex-
ploiting the performance of Polyhedra and the major differentiator between this and other
MMDB products. CL is a fully object oriented language that can make use of class structures,
and logic components (methods) can be thought of a being functionally equivalent to a
fine-grained stored procedure in an RDBMS. But the implementation and capabilities are very
different.

Because the components execute within the MMDB address space they have direct access to
data stored within the Polyhedra database. This marks the first significant difference – instead
of data being extracted from the database and passed to a different storage within the logical
unit, the active query can view and manipulate the data directly. There is no data movement
overhead.

The second significant difference is that CL components can be fully event driven. Instead of hav-
ing to query the database repeatedly to discover if data of interest has changed, the database itself
can activate the appropriate components. In functional terms this can be thought of in a similar
way to stored procedures, but with a very fine-grained selectivity. For instance a component can
declare its interest in just those rows that have a machinery-type field of “drill” and location field
of “bodyshop” where the temperature field exceeds 75 or the output rate falls below 30. As condi-
tions change, rows will appear in, or disappear from, the qualifying rows, or the attributes of
qualifying rows might change. Whenever any of these situations occurs the appropriate method
will be activated.

Page 6 © Bloor Research. All Reproduction Prohibited

Polyhedra PLC



Equally, if the method itself causes a change in one of the rows the database is updated to main-
tain consistency. The normal task of mapping between the data array in the method and the data-
base itself is no longer required. As many CL methods may be implemented as required without
any detrimental impact on performance.

It is necessary to contrast this with the processing needed to emulate this capability using a con-
ventional stored procedure. Irrespective of language used (Java, C, C++ or proprietary), conven-
tional stored procedures would have to query the database to find if a change has occurred.

To emulate an event-driven process the procedure would have to poll the database frequently
and rerun the query continuously to spot changes as they occur. This is clearly not practicable
when the database is supporting other functionality.

As an example of this, external events captured by sensors connected to the database can stream
data values to Polyhedra in a non stop fashion, and CL methods can remain ready to take action
whenever the appropriate exception conditions occur. The Polyhedra database is the only
off-the-shelf data environment of which we are aware that can support true event-driven process-
ing in this way.

The next step in this chain of events is also, so far as we are aware, unique to Polyhedra.

© Bloor Research. All Reproduction Prohibited Page 7

Polyhedra PLC

Main memory
data & index

Data event
triggers method

CLmethod
execution

Polyhedra
Addres Space

Fig. 1: Event driven process within Polyhedra



Poll-free client communication

Most Client/Server (or Application/Database in a multi-tier architecture) communications are
not truly event driven. In order to establish if a change has occurred on the database, the client ap-
plication has to poll the database and enquire on the status. Even using trigger functions within
the database does not entirely avoid this – a trigger can invoke an external process, but not con-
stantly update an in-flight application.

Polyhedra’s CL scripting language may also be implemented outside of the database as
free-standing applications. This environment is called Command Language Client (CLC). Al-
though data must be moved physically when implemented this way, the Polyhedra database re-
mains aware that the client needs to be informed of changes to the data that meet the criteria
established by the method.

This removes the need for the client to poll the database to discover changes, and it removes the
need to specifically program database updates at the client.

While this has obvious benefits in a process control environment there are many other main-
stream IT applications that would benefit enormously from this capability – such as the immedi-
ate flagging of the receipt of a large order, or the escalation of a problem to high priority. All this is
possible without any polling by the client or query activity on the database.
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Conventional client access is achieved through ODBC, opening up Polyhedra to a wide variety of
query, analysis and development products. Polyhedra’s ODBC client interface is available on a
wide variety of client platforms.

Building on the CL functionality described above, Polyhedra has extended the ODBC interface to
manage events so that ODBC applications may be updated dynamically as the data content
changes on the database – again without any polling of the database. Polyhedra call this capability
“Active Query”.

For users of Windows clients, Polyhedra is placing increasing emphasis on Microsoft’s OLE/DB.
This is because of OLE/DB’s mechanism whereby applications may set events that change dy-
namically the data contents of other co-operating applications. Polyhedra is able to participate in
this exchange of information through its “active query” mechanism.

An active query, having being activated by a data event, can dynamically change the data content
of OLE/DB applications executing on another platform. Thus applications created using Visual
Basic or other OLE/DB compliant language may be displaying data in the form of a spreadsheet
or chart and have that data dynamically changed by Polyhedra without any further coding.

Other applications have conventional SQL access through ODBC or native access through the
Polyhedra client scripting language CLC (Command Language Client).
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SQL Optimisation

The inherently simple architecture compared to a disk-based product means that the optimiser
has a much less complex task. The main priority is to ensure that an appropriate join strategy is
used for multi-table operations and indexes used sensibly. For this purpose the system keeps pop-
ulation statistics that are maintained dynamically.

Persistence and fault tolerance

In order to ensure consistency and integrity across a system failure snapshots and logging may be
performed to disk. These may be disabled for applications where the database may be easily re-
built on start-up, as would be the case in a cellphone base-station application and with many pro-
cess control applications.

Transient values

In some applications restoring old values can present a large danger of inappropriate action being in-
voked, so it is preferable to restore null values. A unique feature (as far as we know) is the ability to tag
column definitions as persistent or transient. Transient values will not be logged or recovered.

Parallel processing and transaction integrity

Remarks in this section should be viewed in the light of the typical application profile addressed
by Polyhedra. This will typically feature a very high volume of simple updates coupled with con-
tinuous event-detection operations and very high volume queries. In this context the “query from
hell” that traverses the entire database may run for several seconds. Contrast this with the equiva-
lent query traversing a disk-based database concurrently with mission-critical transactions and
we start to see the significance of this technology.

The transaction integrity model is based around the assumption of very short single-phase trans-
actions. A simple optimistic locking process is used. In practice this means that no locks are ap-
plied and transactions are single-threaded provided that the Polyhedra environment is executing
on a single processor. Longer transactions are supported and Polyhedra will detect when a trans-
action has become inconsistent through the activity of a different, interleaved transaction. In this
circumstance the inconsistent update attempt will be failed and the application will receive an ap-
propriate return code. If the application has been written to test this return code this will enable it
to retry the transaction transparently to the user. The detection process is highly granular and will
only flag an update error if the same field(s) is changed by the conflicting transactions.

In a multiprocessor environment Polyhedra allows multiple queries to be processed in parallel
without any locking taking place. An update transaction, however, causes a lock to be applied at
the table level, preventing concurrent queries or updates for the duration of the update transac-
tion. This sounds as though it will cause an unacceptable impact on throughput, but in practice
the short transaction duration and the very low cost of a single table-level lock means that the lock
duration is kept very short and little impact is likely.

This does, however, represent one of the areas where further development could result in higher
throughput in a mixed workload environment.
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Fault tolerance and heterogeneous fail-over

Considering the nature of the process control environment from which the product has evolved, it
is surprising to find such wide-ranging support for fault-tolerant processing in a heterogeneous
environment.

The basic mechanism for fault tolerance is similar to the database replication capabilities found in
mainstream RDBMS products. Appropriate update transactions are sent to further database in-
stances via IP. This use of the standard communication protocol permits multiple copies of the
Polyhedra database to be implemented on a variety of heterogeneous platforms and for these to
be maintained in a consistent state.

The CL scripting language permits a considerable level of flexibility to have different data con-
tents mirrored by different instances of the Polyhedra environment. This permits a network to be
configured where local work with a subset of the database can be accommodated along with the
need for a fully comprehensive centralised database.

It is possible to define a mirrored environment to provide automatic failover in the event on one
of the copies failing. In the event that a failure of one database node occurs, Polyhedra will auto-
matically rebuild the lost content when the node is restored to use. The client application inter-
face can specify a primary and secondary copy of the database. If the primary copy becomes
unavailable the CLC will connect to the secondary copy completely transparently and without
the need for any application coding. In the (very unlikely) event that the primary database copy
fails in the middle of an update transaction, the CLC will issue an update consistency failure re-
turn code to the application. Provided that the application has been coded to retry the update in
the event of an update inconsistency, the retry will be routed through to the secondary copy of
the database.

This entire fault-tolerant operation is completely independent of any operating system clustering
capability and permits great flexibility in the ability to change strategic platforms and utilise het-
erogeneous resources. It is especially significant that this provides a level of continuous operation
that is superior to any of the mainstream RDBMS products.

Integration with the disk-based legacy

Most organisations considering implementing MMDB technology will have an existing legacy
based on conventional RDBMS products, and will have no immediate intention of redeveloping
or migrating the relational applications. Integration with the legacy environment is necessary.

Polyhedra provides native database interfaces (DBIs) to a number of major RDBMS products
(currently Oracle, Informix and DB2) as well as a generic ODBC interface. These interface drivers
appear to Polyhedra as another instance of the Polyhedra database, so that the heterogeneous en-
vironment capabilities described in the previous section still hold true for updates flowing from
Polyhedra to the RDBMS. Applications can also be written to access the foreign database through
the DBI so that native Polyhedra applications can continue to operate in an event-driven manner
with updates applied to the RDBMS. Updates applied to the RDBMS directly can only be propa-
gated to Polyhedra using the replication facilities provided by that particular product or by a
third-party EAI (Enterprise Application Integration) product.
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It is possible to write CL scripts that will retrieve information from foreign databases through the
appropriate DBI such that Polyhedra applications have a single view of the fragmented data.

Given the current rapid evolution of EAI technologies it would be good if Polyhedra added fur-
ther interfaces to support messaging products such as IBM MQ Series, and possibly support new
generic interfaces such as XML.

Audit trail and synchronisation of data warehouse

The log used for recovery purposes by Polyhedra will probably be at the wrong level of detail to
wish to keep it as a permanent record of activity for audit trail purposes. In many circumstances it
is more useful to retain an audit trail showing values aggregated over a specific time period. Poly-
hedra provides a native “Historian” feature for defining and recording such an audit trail. This
mechanism imposes a negligible overhead on the Polyhedra system.

Within mainstream IT, such an audit trail corresponds closely to the data requirements for updat-
ing a data warehouse, with the ability to do much of the data aggregation at source instead of as a
separate function of the ETL (Extract Transform Load) process.

The availability of the database interfaces described in the previous section means that it would
also be possible to extract related information from external data sources in order to provide a
comprehensive data warehouse update stream.
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Summary

Polyhedra is a remarkable product that will appeal more to the pragmatist than the purist. It be-
longs to a small set of products that offer performance advantages of at least an order of magni-
tude over the conventional disk-based database products. Polyhedra has taken this further than
other MMDB vendors in the exploitation of Active Queries and the migration of application logic
from separate address spaces to within the database process.

Despite all this, Polyhedra is a small company that cannot provide in-depth support across the
board. The company therefore should look to exploit it relationship with vertical industry special-
ist VARs in order to by-pass this issue. The appeal of the product would be greatly enhanced by
improving the packaging and incorporating a more advanced management interface.

The product remains capable of addressing a very wide spectrum of applications where perfor-
mance is seen to be critical. (Witness its use as a Web server and dynamic page server by Polyhe-
dra itself.) Where the need for ultimate performance is combined with the need for high
availability and fault tolerance it is difficult to think of another product that would do the job
quite as well.

Besides the limited resources of the company there are other drawbacks that potential users
should consider:

There is an obvious limitation on the volume of data that it would be appropriate to manage with
Polyhedra. This limit is constantly rising, and within a few years we would expect this to stop be-
ing an issue.

The product requires a new approach from developers with some retraining required. While a
pure Relational approach is possible, this is not the best way to exploit the potential. Developers
will need to be familiar with Object Oriented techniques.

For full exploitation of the performance potential, users will need to deploy Active Queries where
appropriate. This will limit the portability of the environment. Should it be desired to move to an
alternative product at some future time, those application components deployed as Active
Queries will need to be redeveloped from scratch.

We draw attention to these potential drawbacks to emphasise the need for a proper evaluation of
needs and to ensure that users are selective in the choice of potential applications of Polyhedra.
This is because the capabilities and vision of the product will appeal to the most sceptical of IT ob-
servers and address real world critical problems. In other senses this is a product simply waiting
for the right injection of capital before it can take its place in the ranks of mainstream IT tools.
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