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Abstract

A regular map is a tiling of a closed surface into faces, bounded
by edges that join pairs of vertices, such that these elements exhibit
a maximal symmetry. For genus 0 and 1 (spheres and tori) it is
well known how to generate and present regular maps, the Platonic
solids are a familiar example. We present a method for the gener-
ation of space models of regular maps for genus 2 and higher. The
method is based on a generalization of the method for tori. Shapes
with the proper genus are derived from regular maps by tubifica-
tion: edges are replaced by tubes. Tessellations are produced us-
ing group theory and hyperbolic geometry. The main results are a
generic procedure to produce such tilings, and a collection of in-
triguing shapes and images. Furthermore, we show how to produce
shapes of genus 2 and higher with a highly regular structure.

CR Categories: G.2.2 [Discrete Mathematics]: Graph theory—
Graph Algorithms; I.3.5 [Computer Graphics]: Computational Ge-
ometry and Object Modeling—Curve, surface, solid, and object
representations; I.3.8 [Computer Graphics]: Applications

Keywords: regular maps, surface topology, meshes, tessellation,
tiling, mathematical visualization

1 Introduction

This paper is not about cartography but about mathematics. A reg-
ular map is a concept from surface topology, and we consider the
construction of space models of these objects using combinatorial
group theory and hyperbolic geometry.

For readers that are not immediately excited, we introduce the topic
in the form of a puzzle. Suppose we want to make an interesting
object using patchwork. We take a highly elastic fabric and cut out
F identical pieces in the shape of a polygon with p sides. Next, we
sew these pieces together, such that each side of a piece matches an-
other side and that at each corner q pieces meet. Just before sewing
the last side, stuff the shape tightly with polyester fiber. Now the
question is: What could such an object look like? Answer this ques-
tion for (F, p, q) =

1. (6, 4, 3) 5. (6, 8, 3) 9. (24, 8, 3) 13. (24, 12, 3)
2. (12, 5, 3) 6. (24, 7, 3) 10. (32, 5, 4) 14. (64, 6, 4)
3. (6, 2, 6) 7. (72, 7, 3) 11. (32, 6, 4) 15. (16, 12, 4)
4. (36, 4, 4) 8. (12, 8, 3) 12. (60, 4, 6) 16. (168, 4, 6)

The first puzzle is trivial: We get a cube, blown up to a sphere,
which is an example of a regular map. A cube is 2×4×6 = 48-fold
symmetric, since each triangle shown in Figure 1 can be mapped to
another one by rotation and turning the surface inside-out. We re-
quire for all solutions that they have such a 2pF -fold symmetry.
Puzzle 2 to 4 are not difficult, and lead to other examples: a dodec-
ahedron; a beach ball, also known as a hosohedron [Coxeter 1989];
and a torus, obtained by making a 6× 6 checkerboard, followed by
matching opposite sides. The next puzzles are more challenging.

Figure 1: Examples of simple regular maps: cube (with faces sub-
divided into eight triangles), dodecahedron, hosohedron, and torus.

We argue that this class of puzzles is close to perfect. The base
puzzle is easy to understand, no higher math is needed, which also
holds for understanding solutions. They are scalable. The given
list shows that the complexity varies widely. They are hard but
fascinating, and can take weeks to months to crack. Not only gen-
erating candidate solutions is difficult, also verifying if these solu-
tions qualify is tough. The best way to experience these aspects is
by trying to solve some puzzles; for a second-hand experience, see
a paper of Séquin [2007]. He gives a lively and very interesting
description of his (ultimately unsuccessful) attempts to solve puz-
zle 7, and shows another feature of these puzzles: a wide variety of
different approaches and media can be used to solve them.

There are many puzzles to be cracked. Conder [2006] has exhaus-
tively enumerated regular maps, and for instance his list of reflex-
ible regular maps on orientable surfaces up to genus 101 contains
6104 different cases. Each map is described here via a presentation
of its symmetry group. This is discussed in more detail in the next
section; in graphics terminology one could say that complete con-
nectivity information on all faces, vertices, and edges is provided,
but no clue on a possible geometric realization.

There are few known solutions. In an earlier paper, Séquin [2006]
has presented a solution for puzzle 6, inspired by Helaman Fergu-
son’s marble sculpture ”The Eightfold Way”, described by Levy
[1999]. This puzzle is a classic case, representing a symmetry
group first described by Klein [1879]. Séquin has produced very
clear and beautiful images by mapping the pattern onto a smoothed
tetrahedral tube frame, a tetrus as he called it. Séquin’s images are
exceptional, we are not aware of other visualizations of non-trivial
cases.

A final argument for these puzzles is their very large scope. Reg-
ular maps are located at a cross point of many different branches
of mathematics [Nedela 2001]. In general, there is an algebraic
aspect (symmetry) and a geometric aspect (shape), and they can
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be studied from the point of view of, for instance, surface topology,
combinatorial group theory, graph theory, hyperbolic geometry, and
algebraic geometry. Meshes are central in computer graphics and
numerical simulation; one can be curious what the most regular of
these would look like. Also, these shapes are interesting from an
artistic point of view; the major drive of Séquin was to generate
Escher-like tessellations of surfaces. Symmetry is a strong underly-
ing theme in all this, which attracts an increasing interest, judging
from recent publications of leading mathematicians [Conway et al.
2008; Stewart 2008].

Concerning scope, this work started from an attempt to understand
the structure of the high-dimensional spaces of string theory, in-
spired by the impressive visualizations of Hanson [1994]. The topo-
logical structure of the phase space is important, and this can be par-
tially visualized by embedding a complete bipartite graph K5,5 in
a genus 6 surface. The method presented here does not handle this
case yet, nor does it include puzzle 7, Séquin’s quest. But it does
give solutions for a number of other cases, including all other puz-
zles given, and we expect that the approach can be extended. The
results are hence not yet relevant for people interested in string the-
ory, but on the other hand, many of the results are highly suitable as
baby-toys. Colorful, playful, and excellent for training young teeth.

We are now going to get our teeth into the problem. In the fol-
lowing section we present basic concepts and notations to describe
regular maps, and discuss possible approaches for the generation
of embeddings of these on closed surfaces in 3D Euclidean space;
for short, space models. In Section 3 we describe our overall ap-
proach: generalization of the process to obtain regular maps on tori
to hyperbolic cases. The steps to be made are elaborated upon in
Sections 4 to 7. We tubify regular maps, fold out these tube frames
in the hyperbolic plane to obtain cut-outs, warp these cut-outs to
match given regular maps, and use this matching to get 3D shapes.
In Section 8 the implementation is discussed and results are given,
followed by conclusions and future work in Section 9.

2 Background

We assume a basic acquaintance with group theory and hyperbolic
geometry, much more on these topics can be found elsewhere. Our
description of regular maps is based on Coxeter [1989], Coxeter and
Moser [1984] and Conder and Dobcsányi [2001]; for understanding
tessellations and hyperbolic geometry we used Beardon [1983] and
Anderson [2007]. Furthermore, a very accessible introduction to
surface topology is provided by Firby and Gardiner [2001], and
Wikipedia is a rich source of information.

2.1 Basics

Tessellations in general and regular maps in particular have a long
and strong connection with combinatorial group theory, because
symmetry is the key concept in both. In combinatorial group theory
discrete groups are studied, typically using representation theory.
Here, a group is defined via a presentation: a set of generators A
and relators B; and a group G is notated as

G = 〈A; B〉,

where the sets A and B are usually given as an enumeration of the
elements. A generator is a symbol; each element of the group can
be described as a word, i.e., a sequence of symbols. For sequences
of n similar symbols X the notation Xn is used. If no relators
are defined, the group is a free group, with an infinite number of
elements. A relator is an element of the free group that is identified
with the identity I . By introducing relators quotient groups are
defined of the original free group.
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Figure 2: {p,q} tessellation.

In representation theory, group elements are represented as matri-
ces, such that the group operation can be represented by matrix mul-
tiplication. Here, the elements denote isometric transformations of
the sphere, the Euclidean plane, or the hyperbolic plane, which can
be described via 3 × 3 rotation matrices for spherical geometry;
3× 3 homogenous transformation matrices in 2D Euclidean geom-
etry; and 2 × 2 complex matrices for Möbius transformations for
hyperbolic geometry, using the Poincaré disk model. One tradition
in surface topology is to use left multiplication, and to interpret
the transformations as global transformations. An alternative and
equivalent interpretation is to use right multiplication, using local
transformations according to a current frame.

We use the Poincaré disk model as model for the hyperbolic plane.
Here the hyperbolic plane is mapped to a disk |z| < 1 in the com-
plex plane C. In the Poincaré disk model there is a strong ”perspec-
tive” distortion: areas near the circle are strongly compressed [Cox-
eter 1989]. Figure 3 shows a partial tessellation of the hyperbolic
plane with hexagons, and here all these are equilateral and have the
same size, although the image strongly suggests otherwise. In the
Poincaré disk model distances and areas are distorted, but angles
between lines are shown correctly: the mapping is conformal. Infi-
nite straight lines in the hyperbolic plane map to circular arcs that
approach the unit circle perpendicularly; lines through the origin
map to straight lines through the center of the disk.

2.2 Tessellations

A tessellation or tiling of the plane is a subdivision into non-
overlapping simply-connected regions (faces) bounded by arcs
(edges) joining pairs of points (vertices). A regular tessellation is a
tiling with congruent polygons. Such a tessellation can be obtained
when there exists a full matching between pairs of the edges of the
polygon, and when the sum of the angles around each vertex of the
tessellation equals 2π [Beardon 1983]. We refer to these as the tes-
sellation requirements. A matching is an isometric transformation
of the polygon such that an edge is mapped to an edge of the trans-
formed polygon, and that their interiors do not overlap. Repeated
application of these transformations gives a covering of the plane.
A region that covers the plane in this way without overlaps is called
a fundamental region. To cover the plane with triangles, consider
a triangle MNO with angles π/p, π/q, π/r, where p, q, and r are
integers ≥ 2 (Figure 2). Repeated application of reflections a, b,
and c on the edges gives a covering of the plane, and at M ,N , and
O respectively 2p, 2q and 2r triangles meet.
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Figure 3: Cut-out model of the regular map of puzzle 14.

A covering of the plane with p-sided polygons such that at each ver-
tex q polygons (and edges) meet is notated as a {p, q} tessellation,
where {p, q} is the Schläfli symbol. Such a tessellation can be de-
rived from a triangular tessellation by setting r to 2 and gluing 2p
triangles together. Let R denote a rotation over 2π/p around M ,
the center of the polygon, and S a rotation over 2π/q N around N ,
a vertex of the polygon. In other words, R is an order-p mapping
of a polygon to itself, and S is an order-q mapping of the incident
edges of a vertex. The presentation of the symmetry group is given
by

G(p, q) = 〈R, S; Rp, Sq, (RS)2〉.

The term RS denotes a rotation around O. A fundamental polygon
for this group is a pair of two triangles of the underlying triangular
mesh. R and S are automorphisms of the tessellation: They map
the tessellation 1–1 onto itself. If we also allow the tessellation to be
reflected, by including for instance a reflection a on an edge, one
triangle of the underlying triangular tessellation is a fundamental
triangle, and a is also an automorphism.

2.3 Regular maps

A map is a tessellation of a closed surface, without boundaries, into
F non-overlapping simply-connected faces bounded by E edges
joining pairs of V vertices. The Euler-Poincaré characteristic χ =
V −E + F is an invariant of the surface. For an orientable surface
χ is even and the genus g of a surface, loosely the number of holes,
follows from g = (2 − χ)/2. By exchanging vertices and faces a
dual map is obtained.

An automorphism of a map is a permutation of its elements pre-
serving incidence [Coxeter and Moser 1984]. A map is regular if
its associated automorphism group contains R and S as automor-
phisms, similar to tessellations of planes. In this case the order of
the group is pF . If the regular map also allows for a reflection a, it
is called a reflexible regular map, and the order of the group is 2pF .

As a result, all faces and vertices are topologically equivalent, or,
the map is face-transitive and vertex-transitive. And also, the map

XY

Figure 4: Construction of a {4,4}2,1 torus map.

is edge-transitive. This can be viewed by considering Petrie poly-
gons [Coxeter 1989]. These are obtained by following a zigzag path
over the edges: we start at some edge and take a left turn at the next
vertex, followed by a right turn at the following one, and repeat that
until we reach the starting point again. For a regular map it does not
matter where we start, always the same number of steps are made:
The number of edges of these Petrie polygons is an invariant for a
regular map, just like p and q.

A regular map can be derived from a tessellation {p, q} of the plane
by defining a suitable polygon in that plane, and considering this as
a closed surface by identifying edges. At these edges the poly-
gons of {p, q} should match. Figure 3 shows such a polygon for
puzzle 14 (specifically: R17.3’, see the next section). We refer to
these here as cut-outs, comparable to the cardboard cut-out models
that after gluing the edges give 3D shapes, to emphasize that we
consider these depictions as an intermediate step to space models.
However, cardboard won’t work here, we need a much more elastic
material.

Such a polygon satisfies the tessellation requirements, and hence
the plane can be covered with these polygons, or in other words,
the cut-outs tessellate the plane. The tessellation {p, q} is called
the universal cover or the covering space of the regular map. The
group M of a regular map can be derived from G(p, q) by adding
m suitable relators gi:

M(p, q) = 〈R, S; Rp, Sq, (RS)2, g1, . . . , gm〉,

which can be found either manually or using computational group
theory, see the next section.

The numbers of elements of a regular map are V = 2pr, E = pqr,
and F = 2qr, and the relation between χ, p, and q is given by
χ = r(2p + 2q − pq), where r is a positive number. The value of
2p+2q−pq (positive, zero, or negative) determines what geometry
to use: spherical, Euclidean, or hyperbolic.

For the sphere (χ = 2) the regular maps are the spherical tessella-
tions {3, 3}, {4, 3}, {3, 4}, {5, 3}, and {3, 5}, describing the Pla-
tonic solids, and the maps {2, q} (the hosohedron) and {p, 2} (the
dihedron).

For the torus case (χ = 0), the three possible tessellations are
{4, 4}, {6, 3}, and {3, 6}; corresponding with a rectangular lattice,
a honeycomb lattice, and a lattice of triangles with six triangles per
vertex. Here r is undetermined, and there are infinitely many pos-
sible values. To obtain a regular map for the rectangular case,
we take a square region, and match opposite sides. To this end,
define a rectangular lattice with two base vectors X = (a, b) and
Y = (−b, a), with a ≥ b ≥ 0 (Fig. 4). The resulting regular map
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Figure 5: Examples of regular maps on tori.

is notated as {4, 4}a,b. Only when a = b or b = 0 this regular
map is reflexible. For the hexagonal and triangular lattices a similar
approach is used, and the corresponding regular maps are notated
as {6, 3}a,b and {3, 6}a,b. Examples are shown in Figure 5.

If 2p + 2q − pq < 0, then g > 1. We get donut-like shapes
again, but now with more than one hole. There are infinitely
many tessellations {p, q} that satisfy this inequality, starting with
{3, 7}, {3, 8}, {4, 5}, {4, 6}, etc..

2.4 Finding regular maps

Coxeter and Moser [1984] describe the history of the search for
regular maps. At that time, only tens of regular maps were known,
suggesting that these are somewhat rare and exotic. Fairly recently,
this view changed with the work of Conder and Dobcsányi [2001].
They enumerated all regular maps of genus 2 to 15 on orientable
surfaces, and all regular maps of genus 2 to 30 on non-orientable
surfaces with a computational group theory approach. They used
exhaustive search, highly optimized software, parallel processing,
a number of heuristics, and hundreds of hours of computer time.
In their paper lists of these maps are given. Each map is assigned
a label. Reflexible maps are denoted with a label Rg.i, for the ith
regular Reflexible map of genus g. Per value of g, maps {p, q} are
sorted for increasing p and next by increasing q. In the remainder
of this paper we use their labels to refer to particular regular maps.
They do not list duals separately; we use a dash to indicate that we
consider the dual map. For each map a set of additional relators gi

is given, and some additional information, such as the order of the
group. As an example, regular map R9.3 {4,6} is given by

G = 〈R, S; R4, S6, (RS)2, RS−1RS2R−2S−2R−2S−1〉.

In 2006, Conder enumerated all regular maps on orientable surfaces
for genus 2 to 101, and all regular maps on non-orientable surfaces
for genus 2 to 202 [Conder 2006]. His list of reflexible regular
maps on orientable surfaces contains 6104 entries, counting duals
separately. This is a challenge. What would these look like? The
presentation of the group is compact, gives complete information
on the topological structure of the map, and can be visualized as a
cut-out in the hyperbolic plane. But again, no clue is provided what
a decent space model could look like.

2.5 Space models

We could find only few examples of visualizations of regular maps
of genus 2 and higher as space models. Usually embeddings in

the hyperbolic plane are shown [Coxeter and Moser 1984; Coxeter
1989], and often mathematicians can do without pictures [Conder
and Dobcsányi 2001]. Texts on surface topology, such as Firby
and Gardiner [2001], show hand drawn images of the fundamen-
tal polygon of a surface, embedded in that surface (one face, one
vertex, 4g edges). Francis [1987] has created wonderful images to
show topological concepts, and makes a strong case for visualiza-
tion. But unfortunately, he has not dealt with regular maps here.
Also in Conway et al. [2008] regular maps are absent. Akleman
and Chen [2006] have presented an approach to construct regu-
lar meshes, which are maps where all faces have the same num-
ber of edges and all vertices have the same number of incident
edges. However, edges are not necessarily regular, and the scala-
bility and scope of their approach is unclear. The work of Séquin
[2006; 2007] remains, as already mentioned in the introduction, a
rare and inspiring exception.

We consider some possible approaches to construct space models of
regular maps. Firstly, we can try to produce embeddings by hand,
using pen and paper, heuristics, and 3D models. This gives insight,
but is inefficient and difficult. Secondly, we can take inspiration
from work on graph drawing. However, the focus here is on the
depiction of arbitrary graphs as 2D node-link diagrams, whereas
we are focussing on a very special class of maps, to be depicted
as surfaces embedded in 3D with graphs drawn on these surfaces.
Symmetry is an important aesthetic criterion for graph drawing, and
many have worked on this. One of the challenges is to find sym-
metries, which has been studied for 3D graphs by Hong [2002].
However, the focus here is on planar graphs, and surfaces are out-
side the scope. Furthermore, in our case finding symmetries is not
an issue, as we start directly from the given symmetry groups and
can take advantage of this.

A popular method in graph drawing, introduced by Eades [1984],
is the force-directed method, where lay-outs are generated by mod-
eling edges as springs and vertices as repelling particles. Lozada
et al. [1997] have used a generalization of this approach for the
visualization of arbitrary maps. However, the process is compute
intensive, might get stuck in local minima, symmetries might not
be shown well, and it is unclear if this approach would lead to use-
ful results for the highly curved edges and faces of regular maps of
higher genus.

A cut-out such as shown in Figure 3 is familiar to surface topolo-
gists. A classic result is that for an orientable surface of genus g
such a polygon can always be transformed into a polygon with 4g
edges, where the edges occur in g sequences aba−1b−1, to obtain
a sphere with g handles. This could be used, but the interior of the
polygon, and hence the pattern on the sphere with handles is likely
to turn into a mess after a sequence of transformations, obscuring
the symmetries.

Yet another approach, inspired by Hanson [1994], is to translate the
group into an algebraic curve, i.e., a mapping C → C, which is a
2D manifold embedded in 4D space. This requires two hard steps:
The translation itself, and also the projection from 4D to 3D, such
that for instance the surface is not self-intersecting.

Both Séquin and Akleman use a constructive approach in their
work: shapes are modeled via junctions, connected by arms, tubes,
or handles. This is a promising direction, but it is unclear how to
pick these such that the shapes aimed at are obtained, and how to
define maps on these in general.

In the next section we present an overview of our approach, and in
the following sections we elaborate on the different steps.

49:4       •       J. van Wijk

ACM Transactions on Graphics, Vol. 28, No. 3, Article 49, Publication date: August 2009.



3 Approach

The overall concept of our approach is simple: We take an exist-
ing solution and generalize. Generation of regular maps on tori is
simple, using Euclidean geometry. We take this as an example and
generalize to the hyperbolic case. To this end, we first consider the
torus case again. Suppose that we are given a particular {4, 4}a,b

torus map, and have to construct a space model. We refer to the first
as the source map, which has to be mapped to a target surface. The
steps to be made are as follows:

1. Find a suitable closed surface to be used as target surface.

We know that the target surface has to be a genus 1 sur-
face. The simplest model for a genus 1 surface is a
torus, for instance described by (x, y, z) = (R cos s +
r cos s cos t, R sin s + r sin s cos t, r sin t), 0 ≤ s, t < 2π.

2. Define a polygon-shaped cut-out of this surface in the plane,
and cover the plane with these cut-outs.

Define a unit square in the plane, and map the parameters s, t
to this square: (u, v) = (s/2π, t/2π). A universal cover is
obtained naturally, as the cos and sin wrap around.

3. Warp this polygon (and the universal cover) such that corners
of the cut-out align with those of the source map.

Two corners of the source map are (a, b) and (−b, a); scale
and rotate the universal cover such that (1,0) is mapped to
(a, b) and (0, 1) to (−b, a):

4. Map points of the source map to the warped target map.

Via a simple calculation u, v coordinates of the given map can
be mapped to s, t coordinates. With this, any set of points (for
instance, along an edge of the given map) can be mapped to
the parameter space of the surface.

5. Map these points to 3D.

The s, t coordinates are substituted in the parametrization of
the torus, giving points on the surface of the torus.

This all is trivial for the genus 1 case. In the following sections we
take these steps as a guidance, and generalize to the genus 2 and
higher case. We start with finding suitable target surfaces in famil-
iar 3D Euclidean space; we next unfold this target surface to the
hyperbolic plane; we use the abstract representations of group the-
ory to find matches between source and target; interpret this match
in terms of polygons in the hyperbolic plane again, and finally we
project the results to surfaces embedded in 3D space.

4 Regular genus g surfaces

Suppose a regular map with genus g has to be dealt with (the given
source map), then we need a ”nice” genus g surface to draw this
map on (a target surface has to be found). One candidate is a donut
with g holes. This is a useful shape for tutorial purposes, but it is
not obvious where to place the holes for arbitrary genera. A sec-
ond candidate is a sphere with g handles, popular with topologists,
but here it is unclear where to position the handles and reflect the
symmetry of the map. For g = 3 a tetrus, the smoothed tetrahedral
tube frame of Séquin [2006], is an excellent choice. All elements
(junctions, tubes, holes) are symmetric, and this high symmetry can
be exploited to obtain a regular embedding.

Hence, we prefer shapes with a high symmetry, preferably as high
as possible. The tetrus is derived from a tetrahedron, so possibly
other Platonic solids would be useful as well. But, we can general-
ize further, leading to the following simple recipe to obtain regular

Mi

Nj Ok

Nij Oik

Figure 6: Tubification of a regular map.

genus g shapes: Take a regular map, remove the faces, replace the
edges by tubes. Set a thief to catch a thief.

We generate these tubes as follows in standard Euclidean 3D space
(Fig. 6). Suppose that faces have a center Mi, that vertices are
labeled Nj , and that edges have a center point Ok. We generate two
sets of new points: points Nij on edges MiNj , and points Oik on
edges MiOk. We connect these points to obtain polygons around
each point Mi, and next we remove these polygons. As a result,
each triangle MiNjOk is turned into a quadrilateral NjOkOikNij .
To obtain tubes, we identify edges NijOik and Ni′kOi′k, where i′

is the label of the face at the other side of the original NiOk edge.
In other words, we fold around all strips along edges, and for each
vertex Nj we match the surrounding points Nij into a new point
N ′

j . The quadrilaterals turn into quarter tubes, and these are used
as the building blocks for what follows.

Figure 7, left column, shows the effect when applied to a cube. The
colors show that edges of the regular map turn into tubes, vertices
into junctions, and faces into holes; and that in each case the surface
of the cube frame is covered with identical elements, built up from
the quarter tubes.

We model the geometry of the tube as follows, assuming that the
geometry of the regular map we started with is known, using the
edges and the associated normals on the surface along these. We
aim at circular cross-sections. To this end, we generate per quarter
tube a sequence of half-elliptical cross-sections, where from O to
N the angle of the plane of the cross-section with the tangent of
the edge decreases from π/2 to φ/2, with φ the angle at the inner
corner of a point N . A scaling factor, the use of hyperellipses, and
an offset are simple to add, and can be used to obtain visual effects.
Furthermore, we use Catmull-Clark subdivision [Catmull and Clark
1978] to obtain smoother shapes. This procedure gives very good
results for the Platonic solids, but for the wilder shapes with sharp
bends of edges and less smooth surfaces, such tubes can suffer from
self-intersections and other degeneracies. Most of these disappear
when a smaller radius is used for the tubes. Another reason we used
relatively thin tubes is that they show the structure better.

The geometry of a quarter tube is stored as a rectangular mesh
of points (and normals). Arbitrary points on a quarter tube can
be found via some local coordinates s, t aligned with the mesh
and interpolation. Assume for instance that the coordinates of
Nj , Ok, Oki, and Nij are (1,0), (0,0), (0,1), and (1,1) and suppose
that each quarter tube has a unique label, for instance a label L of
the original triangle. As a result, each point on such a genus g sur-
face can be denoted by a triplet (L, s, t) in a homogenous way, and
across boundaries of quarter tubes parameter values match.
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Figure 7: Tubification of a cube, showing the relations of tubes,
junctions, and holes with edges, vertices, and faces. On the left an
embedding in 3D space is shown, on the right these are shown as
cut-outs in the hyperbolic plane.

The genus of this tubified regular map can be found by calculating
the new value for χ by bookkeeping the resulting numbers of faces,
edges, and vertices. A much faster route is by observing that the
genus of the surface is the same as the genus of the graph that results
after removing the faces of the regular map. Hence, the genus g of
this surface is equal to E − V + 1, i.e., the first Betti number or
the cyclomatic number. For the tubified cube for instance, g =
12 − 8 + 1 = 5.

The use of tubified maps gives us a rich arsenal of possible target
shapes. Suppose that we want to produce a regular map for R9.3’,
the {6, 4} map of puzzle 11. By scanning the table of Conder for
maps with the right genus after tubification, we find that for instance
a tubified R2.1’{8, 3} (24 edges, 16 vertices) is a suitable candidate
as target. However, we do not yet know how to produce such a map.

Next trick: we can apply this process repeatedly, giving a cascade of
mappings. For R2.1’ we find that a 3-hosohedron (three edges, two
vertices, genus 2) is a suitable candidate as target surface, and for
this regular map, as well as all other hosohedra, Platonic solids, and
tori, we can easily generate space models (Figure 8). Starting from
these, tubified versions can be recursively produced for arbitrary
maps, provided that suitable mappings on the surface can be found.

Figure 8: Cascaded generation of regular maps: a sequence of
Tubification and Matching steps.

5 Hyperbolic quarter tubes

The next step is to map this tubified regular map to the hyperbolic
plane, so that it can be used as a target surface later. We first cover
the hyperbolic plane with copies of quarter tubes. Figure 9 shows
schematically the basic lay-out used. We assign alternatingly α and
β around N -type vertices (green), and alternatingly φ and θ around
O-type vertices (blue). At N -vertices 2q quarter tubes meet, which
gives the constraint α + β = π/q, at O-vertices the constraint
φ + θ = π should be satisfied. We could choose α = β and
φ = θ. The universal cover is then easily obtained, just by reflecting
quarter tubes along their edges, but the use of different angles here
gives us an additional degree of freedom, besides the position and
orientation of the fundamental folded out quarter tube. Given the
four angles of a quadrangle, the hyperbolic area and the hyperbolic
lengths of the sides are fixed, see [Beardon 1983] for more detail.

To produce such a lay-out, we use three Möbius transformations
A, B, and C. A shifts a quarter tube two positions to the right,
B rotates a quarter tube counterclockwise, and C shifts a quarter
tube one position down, as indicated in Figure 9. Other choices
are possible here, we use this one because A and B are close to
the standard R and S transformations. By repeated application of
these transformations the hyperbolic plane is covered, because the
tessellation requirements are met. BC matches an NjNij edge
with itself, ABC matches an OkOik edge with itself, and finally C
matches the opposite edges NjOk and NijOik. Furthermore, the
vertex constraint is satisfied for the values chosen for the angles.
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Figure 9: Tessellation of the hyperbolic plane with quarter tubes.

The next step is to establish the corresponding group. We see that
q applications of B give a full rotation around an Nj point. Ap-
plication of AB gives a half rotation around an Ok point; applying
it twice brings the quarter tube back to its original position. Ap-
plication of BC rotates the quarter tube around the center of the
edge NjNij ; applying this transformation twice brings the quarter
tube back again. Finally, application of ABC give a half rotation
around edge OkOik. Hence, the universal cover for the tubified
regular map can be defined as

GT = 〈A, B, C; Bq, (AB)2, (BC)2, (ABC)2〉.

A and C are still free generators here: we can move in the A and
C directions infinitely. To obtain a cut-out of the tubified regular
map, we introduce additional relators. First, we match R and A. R
denotes a rotation of a face of the original regular map, A denotes
rotation around a hole of its tubified version, hence we add Ap as a
relator. Also, we match S and B. S denotes a rotation around an
original vertex, B denotes rotation around a junction. The relator
Bq was already brought in to define the universal cover. Suppose
now that the regular map is defined in the standard way, with some
additional relators gi(R, S) in terms of R and S. These can be
translated simply by substituting A for R and B for S. Finally, we
define an extra relator for C. Two successive applications of the C
transformation denote a full rotation around the tube, hence we add
C2 as relator. This leads to the following generic definition of the
folded out tubified version of a regular map

MT = 〈A, B, C;Ap, Bq, (AB)2, (BC)2, (ABC)2, C2,

g1(A, B), . . . , gn(A, B)〉.

Figure 7, right column, shows a mapping of a cut-out cube frame on
the hyperbolic plane as an example. Here α = β was chosen. Three
different coloring schemes are used, matching with the left column,
and showing tubes, junctions, and holes. In the upper right image
we see that each cut-out of a tube meets the boundary polygon at
least twice.

This concludes step 2 of the approach presented in Section 3.

6 Matching tessellations

We now have four tessellations of the plane:

• MS : the given regular Map that serves as a Source;

• GS : the universal cover {pS , qS} of MS ;

• MT : the Tubified version of the Target Map;

• GT : the universal cover {pT , qT } of MT .

Figure 10: Matching of R5.1 (MS) on a tubified cube (MT ).

The next task is to align MS and MT , which both have genus g, but
a different structure. To this end, we search for a subgroup of MS ,
generated by elements A, B, C of MS , such that this subgroup is
isomorphic with MT . In other words, we warp MT and GT by
picking suitable elements A, B, and C, which are interpreted as
Möbius transformations here. They are defined in terms of the basic
transformations R and S of the given regular map, and can thereby
be used to fix the geometry of MT and GT .

The step ”picking suitable elements” is where an exhaustive search
for solutions comes in. In the following, we assume that GS is
a {pS , qS} tessellation, that pT is the number of tubes around a
hole and that qT is the number of tubes meeting at a junction. We
use the following heuristics to cut down the search space. Firstly,
we assume that B is an elliptic transformation (loosely, equivalent
with a rotation in Euclidean space) that either coincides with Rn

or Sn, with n an appropriate positive integer. Picking Rn for B
corresponds to putting faces at the centers N of the junctions; pick-
ing Sn implies putting vertices there. If qT divides pS , then Rn

with n = pS/qT is a suitable candidate for B; when qT divides qS

then Sn with n = qS/qT is a candidate. Secondly, A should be
of order pT in MS , and C should be of order 2, and both should
be hyperbolic transformations (loosely, equivalent with translations
in Euclidean space). We use these heuristics to make lists of pos-
sible candidates for A, B, and C, and next check if combinations
of these satisfy (AB)2 = (BC)2 = (ABC)2 = I . For combi-
nations that do, a fundamental quadrilateral is determined. Let N1

be a fixed point of B (a center of a face or a vertex of a triangle of
the source map). We use N1 as a vertex of the quadrilateral, and
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Figure 11: Triangle mesh and clipped tube mesh for R2.1.

N11 = CN1 as another one. The other two (O1 and O11) follow
from taking a point halfway the edges from N1 to AN1 and from
CN1 to CAN1. The angles α and β are determined, and checked
for qT (α+β) = 2π. Finally, a check is made if the group generated
by A, B, and C in MS is isomorphic to MT .

Figure 10 shows the mapping of R5.1{3, 8} (the source map) on
a cube frame (the target surface, obtained by tubifying the cube
with regular map {4, 3}). The substitutions found here are A =
S−1RS2R, B = R, and C = RS2R−1S−3. MT is shown with
lines overlaid on MS , shown by colored-in hyperbolic triangles.
Edges OkOik are not shown. It seems that MT is smaller than
MS , but this is due to the distortion of the Poincaré disk model:
The small quadrangles near the circle have exactly the same size
as the large ones in the center. One tube is highlighted in red, and
the corresponding mapping on a single tube and the resulting space
model are shown. We see in all images that red faces are centered
at junctions, and that vertices are located somewhere in the middle
of tubes.

We visualized the mapping on a single tube in the form of the fold
out that would result if the tubes were arranged in a plane. Top and
bottom represent an internal boundary of the tube, the other bound-
aries represent boundaries with other tubes. The latter boundaries
are depicted by cosines, such that the angles where tubes meet in
a junction are indicated properly. From top to bottom, the areas
match; from left to right, the boundaries of the areas do match, but
the colors don’t.

7 Mapping back

The final steps are now to map points of the given map to the tes-
sellation of the target surface, and from there to map these to 3D
Euclidean space. All cut-outs are defined in the Poincaré disk,
and points can hence be represented as complex numbers z with
|z| < 1. To check if a point is inside a certain quarter tube
P1P2P3P4 we use four half-plane tests. We define Möbius trans-
formations that map the edges PiPi+1 to the positive real axis, and
verify if a point when transformed according to these has a positive
imaginary value. One would like to have a procedure that maps
points in the interior directly to coordinates of the quarter tube. We
did not succeed in finding such a procedure. One issue is that the
quarter tube is not regular, for instance the transforms A and C do
not commute, and there is no isometric transformation that maps an
edge NjNij to an edge OkOik, because their lengths are different.
Hence we resorted to a somewhat less elegant method. We calcu-
late 10 to 20 equidistant points per edge, connect opposite points
by hyperbolic lines, thereby defining a grid. We check in which
cell the point is located using half-plane tests again, per coordinate,
followed by linear interpolation for the final calculation of the co-
ordinates of the quarter tube. With these coordinates the associated

point in 3D space can easily be found.

We have experimented with several approaches to produce the com-
plete surface (Figure 11). First, we defined a regular grid for each
MNO-type triangle, calculated for each point in this grid the com-
plex coordinates, and mapped these to 3D. Unfortunately, the qual-
ity of the resulting mesh is poor. The MNO triangles are strongly
sheared and warped, and the corresponding skinny triangles of the
mesh lead to rendering problems that cannot be resolved by simply
choosing a higher resolution (Fig. 11, left).

A much better solution is to reuse the rectangular meshes of the
quarter tubes (Fig. 11, right): Transform the edges of the MNO-
triangles to tube coordinates, and clip the quarter tube meshes
against these transformed triangles in a scan conversion fashion.
This has to be done with care, as special cases such as coinciding
vertices and edges are the rule rather than the exception, but gives
much better results.

8 Results

8.1 Implementation

We implemented the preceding method in an integrated, dedicated
tool, which we named ORMView. We used Borland Delphi Pascal
as programming environment and OpenGL for the graphics. The
input for the tool consists of Conder’s list and a list of mappings,
containing the values found for A, B, and C for mapping one reg-
ular map to the tubified version of another. The generation of these
values, also integrated in ORMview, takes about one hour on a stan-
dard desktop PC, hence it is efficient to reuse these. All images (ex-
cept the schematic ones) shown in this paper were made with this
tool.

For the analysis of the representations of groups we used the coset
enumerator ACE [Havas and Ramsay 2002]. This tool takes a pre-
sentation as input and produces a group table as output. This ta-
ble contains a list of the elements, with per element the order, and
which next element is obtained when a generator or its inverse is
appended. This low level representation is very useful for further
processing. ACE is very fast: within a split second results are re-
turned for these relatively small groups. Hence, group tables de-
scribing regular maps can be generated on the fly, and do not have
to be stored separately. Generation of the surfaces is also fast, and
hence shapes can be generated and inspected almost in real time.

8.2 Examples

We obtained about 50 different space models of regular maps with
our method; Figure 14 shows a sample. Static images fall some-
what short to fully understand how the polygons twist around the
surface, but the symmetry of these objects can help to understand
this. The accompanying video shows a number of examples as ro-
tating objects, which provides much more insight.

Some remarks on the various examples. We obtained 6 of the 10
regular maps of genus 2. For these we show pairs of duals; in other
examples we left these out for compactness. We usually took the
p > q case, as these are more pleasant to look at. R2.2 represents
a family: if more tubes are added, the shape remains a regular map.
R2.2’ is its dual, and shows how to obtain a closed surface starting
with four 2n-sided polygons. For most cases just one mapping was
found, for others several. Most were found for R17.3’, shown in
Figure 12. Four of these are based on a mapping on R3.4, a map
with 24 edges and eight valency-6 vertices, hence these four shapes
consist of different spatial lay-outs of 24 tubes, meeting in eight
valency-6 junctions.
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Figure 12: Six versions of R17.3’, {6,4}, 64 hexagons.

Several mappings on cubical, tetrahedral and dodecahedral tube
frames were found, but none on octahedral and icosahedral ones.
All variations of tori were used. R4.3’ shows a map on the tube
frame of {6, 3}1,1, which is an embedding of the utility or Thomsen
graph: the smallest graph that cannot be drawn in a plane without
crossings. The Thomsen graph is an example of a cubic symmet-
ric graph: all vertices have valency three, and edges and vertices are
transitive. Some other well-known examples of this class do appear.
The Möbius-Kantor graph is shown embedded on a genus 2 surface
(R2.1’), and the tubified version of this graph is used for R9.3’. The
Dyck graph is shown embedded on a genus 3 surface (R3.2’). The
graphs of R5.1’ and R13.2’ have the Foster census label F064A and
F096B respectively.

A typical shape of the constituent polygons is visible in R5.4’. At
each corner of the cube frame, inside and outside, a hexagon is
located, degenerated to a star-like shape ending with three sharp
hooks, a Triskele. Our favorite regular map so far is R5.1’, with
R3.2’ as runner up (Figure 13). R3.2’ is covered with Z-shaped
polygons without sharp corners, R5.1’ with U-shaped polygons,
where the ends of the shapes extend over half a tube. For the U
of R5.1’ one end is located on the outside and the other on the in-
side of the cube frame, which implies that all these polygons are
not only topologically equivalent, but also geometrically the same.
Hence, this tiling is perfectly uniform.

Fold-outs of the tubes are shown in Figure 15. These are useful for

Figure 13: R3.2’ (left) and R5.1’ (right), both {8,3}. The 24 oc-
tagons of R.5.1’ all have the same shape.

people interested in patchwork. It is easier to build an object from
these than from polygon-shaped pieces, provided that each tube is
colored properly. Furthermore, they provide a starting point for the
reconstruction of particular regular maps, without having to reim-
plement the machinery described in previous sections. Also, they
suggest how the parametrization of the tubes can be used for further
decoration via texture mapping. Finally, they enable us to see what
the shape of each polygon is, especially how it folds around over
the tubes. Most of these patterns are different (exceptions are the
pair R2.3’ and R3.7’, and the family of R2.2), usually there seems
to be just one tube frame per pattern that satisfies the requirements
for regular maps. We found that it is not difficult to manually define
embeddings of regular graphs (i.e., graphs where all vertices have
the same number of incident edges) via sketching of such patterns
per tube, but finding regular maps in this way is much harder, and
inspired us to search for an automated procedure.

Qualification of the quantity of solutions found depends on the ref-
erence used. The step forward is huge compared to the current
state of the art in depicting regular maps as space models. On
the other hand, the lists of Conder contain many more instances
than we could obtain. Not all of these seem equally interesting,
but we would like to find solutions for R7.1 (Séquin’s case, a Hur-
witz group) and more other cases close to planar tessellations, i.e.,
regular maps based on {5, 4} and {3, 8} tessellations.

There are two reasons why our method does not succeed to find
more cases. By using the quarter tube as fundamental polygon, we
require that all mappings exhibit a four-fold symmetry per tube.
This requirement can be relaxed by taking fundamental polygons
consisting of multiple quarter tubes, for instance half a tube (in dif-
ferent ways), a full tube, or a junction. As final target shapes we
used Platonic solids, hosohedra, and reflexible tori. Addition of ir-
reflexible tori brings in many other shapes, but it is unclear yet if
reflexible maps can be mapped easily on tube frames derived from
irreflexible maps. Also, we expect that for some cases new classes
of regular 3D shapes have to be defined.
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Figure 14: Space models of regular maps. Rg.i are the labels of Conder and Dobcsányi, where g is the genus; {p, q} is the Schläfli symbol:
faces have p sides and q of them meet in a vertex. The second line describes the mapping used to produce the space model. Here T , C, D,
and Hn refer to a Tetrahedron, Cube, Dodecahedron and Hosohedron with n lunes, and {p, q}a,b refers to a torus.
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Figure 15: Folded out tubes of regular maps, corresponding to Figure 14.
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9 Conclusions

We have presented a method for generating space models of regular
maps. The method is based on a generalization of the process used
for tori via planar geometry to the hyperbolic space. Target surfaces
with the appropriate genus are derived from regular maps by turn-
ing edges into tubes; these are translated into polygonal cut-outs in
the hyperbolic plane, where they can be matched with the original
regular map. We have shown how this information can be used to
produce images and animations of regular maps embedded in 3D
Euclidean space. We found about fifty new cases, which is at least
a tenfold increase over the current state of the art, and more im-
portant, we have developed and implemented a generic procedure
to produce these. Furthermore, we needed and found a generic ap-
proach to produce topologically regular surfaces of arbitrary genus.

As discussed in the previous section, we expect that our approach
can be extended to produce many more cases. We are curious how
far this approach reaches, and to what extent we can visualize the
complete landscape of the regular maps.

Other areas that can be improved are the modeling of the surfaces
and their visualization. We focussed on producing tubes; a more
robust and flexible method would be to consider these tubes option-
ally as boundaries of holes in surfaces. The tubes inherit their shape
from the surface of the target map, which shows their construction
well but also leads to strange curves and kinks. A physically or ge-
ometrically based smoothing process applied afterwards can lead to
more appealing shapes [van Wijk and Cohen 2006].

The shapes produced are complex to understand from static images.
Interactive manipulation and animation improve the insight consid-
erably. Nevertheless, features like a more advanced rendering, in-
cluding transparency and occlusion shading would help. Animation
can also be helpful in understanding the various mappings. We are
curious what a morphing of the hyperbolic plane to a closed sur-
face in 3D would look like. Figure 3 and the six shapes shown in
Figure 12 visualize the same regular map, but it is hard to see this
directly.

And then, the final question: What is this all good for? In the in-
troduction section we discussed the scope of regular maps, which
is large, and ranges from experts in mathematics and physics to the
general audience. We hope that our results will be useful for the first
group and bring fun and entertainment to the second one. Finally,
the puzzle as such remains fascinating.
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