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Abstract—Code reuse attacks have become one of the most 
popular exploitation techniques, and coarse-grained control 
flow integrity (CFI) is a practical approach used to prevent 
such attacks. Recently, some new approaches have been 
proposed to construct call-preceded-ROP attacks to bypass 
coarse-grained CFI, however, we find that they still fail to 
bypass shadow stack, which enforces caller-callee semantics to 
strengthen CFI that constrains the control flow in a much 
stricter way. Therefore, in this paper, we propose a new code 
reuse attack, named loop-oriented programming (LOP), aiming 
to bypass both coarse-grained CFI and shadow stack. Quite 
different from previous code reuse attacks, LOP collects entire 
functions as basic building blocks (i.e., gadgets), and chains 
these gadgets in a way that the control flows strictly follow the 
process of call-ret-pairing. Specifically, LOP selects a 
particular function with a loop statement, called loop gadget, to 
chain all the available gadgets. To demonstrate the 
effectiveness of LOP, we construct a proof-of-concept exploit 
against Internet Explorer 8 on 32-bit x86 platform. 

Keywords- Code Reuse Attack; Control Flow Integrity; Call-
Ret-Pairing; Loop-Oriented Programming 

I.  INTRODUCTION 
In order to bypass traditional data execution protection 

(DEP), code reuse attacks chain together a number of 
instruction sequences, which are originally present in the 
program’s address space, to conduct arbitrary operations. 
The instruction sequence is commonly called gadget, and it 
usually ends with an indirect branch. Generally speaking, 
there are two steps to launch the attack: 1) searching for 
gadgets, and 2) chaining gadgets via indirect branches. For 
example, ROP [2] and SROP [28] choose short code 
fragments inside functions as gadgets and chain them by ret 
instructions, whereas the gadgets in JOP [4, 5] that consist of 
short code fragments are chained by indirect jumps. 

One of the most promising defense mechanisms against 
code reuse attack is control-flow integrity (CFI) [23]. The 
main idea of CFI is to derive an application’s control-flow 
graph (CFG) prior to execution, and then monitor indirect 
branches to ensure that the control flows follow a legitimate 
path of the CFG. However, due to some limitations, 
particularly the difficulty of obtaining a precise CFG without 
source code and debugging symbols, most CFI solutions [16, 
17, 18, 20, 21] have attempted to relax CFI policies by 

applying it directly to binaries. Often, these loose policies 
simply require that indirect call points to the beginning of a 
function, and function should returns to any valid call site 
(but not necessarily to the particular call site of the caller). 

Recently, a number of proof-of-concept exploits have 
been proposed to construct call-preceded-ROP attacks [7, 8, 
10, 26] to bypass coarse-grained CFI. We refer to such 
attacks as CPROP for short. Gadgets in CPROP begin right 
after call instructions, and thus the control flow of ret 
instruction can bypass the loose policies. As demonstrated in 
CPROP, coarse-grained CFI solutions are ineffective and 
weaker than generally thought. 

In order to strengthen the security of coarse-grained CFI 
solutions, defenders may further restrict the indirect branches 
(indirect call, indirect jump, ret) in stricter way. First, 
shadow stack [12] is a run-time defense to complement CFI 
toward stricter protection for ret instruction. Second, there is, 
however, no effective method to enforce strict policies for 
indirect call and indirect jump since the difficulty to exactly 
extract the target addresses in binaries. Although some works 
[29] can guarantee the integrity of function pointers in a 
program and thereby further restrict indirect call and indirect 
jump, they are impractical as they need source code, which is 
usually unavailable, particularly for commercial-off-the-shelf 
(COTS). Therefore, strengthening coarse-grained CFI is 
currently realized through shadow stack, which can defend 
against CPROP and is usually considered as the most 
restrictive protection for ret instruction. 

Shadow stack [12] is a run-time mechanism for checking 
that functions return to their caller. In the original CFI work, 
Abadi et al. [23] utilize the shadow stack that is securely 
maintained at runtime to harden CFI, and thus shadow stack 
can complement coarse-grained CFI toward stricter 
protection from code reuse attacks. The shadow stack usually 
works that it keeps one copy for each return address in stack, 
such that the ret instruction is forced to point to the 
originally caller. Hence, shadow stack constrains the control 
flows in a much stricter way by verifying the caller-callee 
semantics, whereas CPROP violates this. Besides, some 
works [19] have shown that the performance overhead of 
shadow stack can be low. Hence, shadow stack is currently 
an effective and practical defense that strengthens CFI 
against code reuse attacks. 

In this paper, our goal is to bypass the combination of 
coarse-grained CFI and shadow stack, which we believe is 
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the most restrictive defense that can be practically applied in 
literature. We conduct a security analysis of the CFI policies 
when shadow stack is used to harden coarse-grained CFI. 
We aim to demonstrate that shadow stack is weaker than 
generally thought and is also ineffective as coarse-grained 
CFI does. 

We propose a new code reuse attack, named loop-
oriented programming (LOP). In LOP, we search for entire 
functions as gadgets, and chain gadgets in a way that the 
control flows strictly follow the process of call-ret-pairing. 
Specifically, we propose a particular gadget, called loop 
gadget, which is a special function with a loop statement. 
Then all the other gadgets that perform concrete operations 
are called functional gadgets. The loop gadget acts as a 
dispatcher that chains together functional gadgets and 
determines which functional gadget is going to be invoked 
next. In this way, the control flows between loop gadget and 
functional gadgets strictly follow the process of call-ret-
pairing, i.e., in accordance with caller-callee semantics. 
Hence, LOP can bypass the CFI policies enforced by both 
coarse-grained CFI and shadow stack. 

We demonstrate the effectiveness of our method by 
constructing a proof-of-concept exploit, based on a real-
world exploit against Internet Explorer 8 on Windows xp 
[27]. Moreover, our experimental results show that there 
exist a wealth of loop gadgets in real-world executables and 
libraries, which makes the construction of LOP easier. 

In summary, this paper makes the following three 
contributions: 

• We conduct a security analysis on the CFI policies 
when shadow stack is used to strengthen coarse-
grained CFI, and demonstrate that shadow stack is 
weaker than generally thought and also ineffective as 
coarse-grained CFI does. 

• We put forward a new code reuse attack, i.e. LOP. 
Entire functions are chosen as gadgets, and the 
control flow manipulation follows the call-ret-
pairing. The loop gadget, acting as a dispatcher, 
chains functional gadgets together to accomplish 
malicious attack. 

• An exploit against a real-world vulnerability is 
constructed with the LOP shellcode so as to 
demonstrate the effectiveness. 

The remainder of this paper is organized as follows. 
Section II highlights our goal. Section III presents the design 
of LOP. Section IV describes the implementation details. 
Discussion, related work and conclusion are given in Section 
V, Section VI and Section VII respectively. 

II. APPROACH 
In this section, we will describe the background of code 

reuse attacks, conduct a security analysis of CFI policies, and 
then introduce our approach briefly. At last, we give the 
assumption and attack model for this paper. 

A. Code Reuse Attack 
Generally speaking, there are two steps to launch a code 

reuse attack, i.e., searching for gadgets and chaining gadgets. 

1) Searching for gadgets. In the first step, the attacker has 
to identify a set of useful instruction sequences, called 
gadgets, from the code segment (e.g., the application code 
and the shared libraries). A gadget ends with indirect branch, 
and the code section of a gadget is usually small, consisting 
of 2 to 5 instructions. Note that since any combination of 
string can probably be interpreted as an effective instruction 
on x86 platform [6], a sequence of unaligned instructions 
may also be selected as a gadget. 

2) Chaining gadgets. In the second step, the attacker 
manipulates the control flow in order to chain these gadgets 
together. The control flow manipulation is achieved through 
the indirect branches within each gadget, including indirect 
call, indirect jump, and ret instructions. Note that in this 
paper, we only focus on indirect branches rather than direct 
branches, mainly because direct branches are fixed in the 
code segment and cannot be modified by attackers in most 
cases. 

B. CFI Policies 
Abadi et al. [23] introduced control-flow integrity (CFI) 

as a method of preventing attacks by restricting indirect 
jump, indirect call, and ret instructions to follow the 
statically-determined control-flow graph of the program. Due 
to the difficulty of obtaining a precise control-flow graph at 
the static analysis phase, many coarse-grained CFI solutions 
[16, 17, 18, 20, 21] choose to enforce a less precise policy. 
For instance, indirect calls are simply required to point to the 
beginning of functions, and functions should return after 
arbitrary valid call site, no need to the legitimate caller. 

Shadow stack [12] aims to strengthen coarse-grained CFI 
by further verifying caller-callee semantics. Upon each call, 
the corresponding return address is stored in a safe location 
in memory. Then when this function finishes, the runtime 
return address on the stack is compared with the original one 
on the protected area so as to check whether the return 
address is modified. In this way, ret instruction is ensured to 
point to the original caller. 

Following the notions in [7, 8, 10, 26], we provide a 
taxonomy of the various CFI policies when both coarse-
grained CFI and shadow stack are deployed. We divide these 
policies into four categories, including CFI-call, CFI-jump, 
CFI-ret, and CFI-heuristics. 
CFI-call. The target address of an indirect call has to point to 
the beginning of a function. For instance, in CFIMon [17],  
indirect call is constrained to the limited addresses, which are 
specified through statically scanning the binary for function 
entries. 
CFI-jump. The target address of an indirect jump should be 
either the beginning of another function or inside the 
function where this jump instruction lies. For instance, 
Branch Regulation [19] prevents jumps across function 
boundaries to stop attackers from modifying the addresses of 
indirect jumps. 
CFI-ret. In coarse-grained CFI, the target address of a ret 
instruction should point to the location right after any call 
site. Shadow stack [12] further enhances this constraint, i.e. 
the ret instruction accurately corresponds to the location 
after the legitimate call site in its caller. 
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TABLE I.  THE RELATIONSHIP BETWEEN ATTACKS AND CFI POLICIES
�’ INDICATES THAT THE ATTACK CAN BYPASS THE POLICY, 

WHILE ‘�’ MEANS FAILURE 

 CFI-call CFI-jump CFI-ret CFI-heuristics
Return-to-libc � � � � 

ROP � � � � 
SROP � � � � 
JOP � � � � 

CPROP � � � � 
LOP � � � � 

 
CFI-heuristics. Apart from enforcing specific policies on 
indirect branches as CFI-call, CFI-jump and CFI-ret do, 
some CFI solutions tend to detect attacks by validating the 
number of consecutive sequences of small gadgets. 
kBouncer [20] and ROPecker [21] introduce heuristics which 
is based on the observation that many attacks need to chain 
together a significant number of short  code fragments. 

As shown in TABLE I, existing code reuse attacks can be 
defended by these CFI policies. For example, in return-to-
libc [9], ROP [2], and SROP [28], the control flow of ret 
instruction violates the CFI-ret. The control flow of jump 
instruction in JOP [4, 5] violates the CFI-jump. CPROP [7, 8, 
10, 26] is the latest code reuse attack, which can bypass 
coarse-grained CFI but fail for shadow stack. As shown in 
Fig. 1a, the call instruction used in the first gadget transfers 
the control flow to the entry of a function in the second 
gadget, which conforms to the policy CFI-call. However, the 
ret instruction in CPROP just targets the location right after 
any call instruction, while the legal transfer in Fig. 1a should 
correspond to the call instruction in its caller. That is to say 
the ret instruction mismatches with the call instruction. This 
violation can be detected by shadow stack, thus violating the 
policy CFI-ret. 

C. High-Level Idea 
Based on the analysis on CFI policies, we argue that in 

order to bypass the coarse-grained CFI along with shadow 
stack, LOP should be designed to bypass all the four CFI 
policies. 

Specifically, in the process of searching for gadgets, 
instead of using short code fragments or unaligned 
instructions, LOP turns to choose entire functions as gadgets. 
Naturally, the call instruction targets the beginning of a 
function, thus bypassing CFI-call. Moreover, CFI-heuristics 
expects that the execution flow of a victim application 
consists of multiple short code fragments as ROP [2] and 
JOP [4, 5] does. Since there is no short code fragments in 
LOP and we can select a long gadget with many instructions 
as CPROP does, LOP can also bypass CFI-heuristics. 

In the process of chaining gadgets, as shown in Fig. 1b, 
the control flow manipulation of LOP follows the call-ret-
pairing, strictly in accordance to the caller-callee semantics. 
That is to say one function, i.e., caller, invokes another 
function, i.e., callee, via the call instruction, while the callee 
goes back to the caller via the ret instruction. Specifically, 
we search for a new kind of gadget, the loop gadget. Such a 
gadget is a function with a loop statement that contains an 
indirect call within. The loop gadget acting as a dispatcher is  

 
(a) CPROP                                        (b)LOP 

Figure 1.  The control flow of CPROP and LOP. Note that all the blocks 
represent functions. 

responsible for invoking different functional gadgets 
repeatedly. In other words, the loop gadget utilizes the 
indirect call within the loop statement to invoke the 
functional gadgets. After functional gadgets have executed, 
they go back right after the call instruction of the loop gadget 
through legal ret instructions. Therefore, the ret instruction 
targets right after the corresponding call instruction in its 
caller, bypassing CFI-ret. 

Meanwhile there is only one jump instruction used by 
LOP. This jump instruction works originally for loop 
functionality and it is untouched by LOP. Hence, CFI-jump 
is also ineffective towards LOP. 

In summary, LOP searches for entire functions as gadgets, 
and chains gadgets by call-ret-pairing. Therefore, LOP does 
not violate any of CFI-call, CFI-jump, CFI-ret, and CFI-
heuristics, i.e., LOP can bypass both coarse-grained CFI and 
shadow stack. 

D. Assumption and Attack Model 
We assume that DEP is enabled which can prevent code 

injection attack. State-of-the-art CFI protections along with 
shadow stack [14, 16, 17, 18, 19, 20, 21] are deployed for 
detecting previous code reuse attacks. We also assume that 
the adversary has a known exploit so that they can control 
the instruction pointer and put a payload into memory. Note 
that we don’t consider ASLR [13] for three reasons. First, 
since we intend to construct a generic model of code reuse 
attack, similar to original ROP, we don’t focus on ASLR. 
Second, we aim at bypassing CFI defenses and pay more 
attention on CFI policies, while CFI does not rely on the 
presence of ASLR. Third, memory disclosure [15] and 
guessing attack [22] enable attackers to construct exploits 
that can bypass ASLR. Therefore, attackers can leverage 
these techniques to implement LOP with the ability of 
bypassing ASLR. 

III. DESIGN 
In this section, we will at first give a brief overview of 

LOP. Then we will discuss the design details and technical 
challenges for loop gadget and functional gadgets 
respectively. 
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Figure 2.  LOP framework 

A. Overview 
Fig. 2 depicts the framework of LOP. LOP mainly 

consists of three parts: a loop gadget, functional gadgets and 
a dispatch table. Specifically, the loop gadget is a particular 
function with a loop statement that contains an indirect call. 
It works as a dispatcher. Functional gadgets are common 
functions, whose task is to perform specific functionality. 
The dispatch table is filled with the entry addresses of 
functional gadgets, working as the interface for the loop 
gadget to invoke functional gadgets. Note that all the gadgets 
are entire functions. 

The workflow of LOP (i.e., call-ret-pairing) is that the 
loop gadget, acting as the caller, utilizes an indirect call 
within the loop statement to invoke functional gadgets (i.e. 
callees). After each functional gadget has finished, it returns 
to the instruction located right after this indirect call in the 
loop statement. Then, the loop gadget executes this indirect 
call repeatedly to invoke all functional gadgets. To guarantee 
LOP working well, the main task of this work is to construct 
available loop gadget and functional gadgets respectively. 

First, based on the structural characteristics of loop 
gadget, we can easily find such a gadget. In Section III-B, we 
will describe the discovery rule to find loop gadget and give 
a real-world example, indicating that loop gadget is 
available. 

Second, functional gadgets are all entire functions, which 
is the same with return-to-lic [9]. As return-to-libc has been 
proved Turing-complete on the function level [11], we argue 
that LOP is Turing-complete as well. That is to say, the 
functional gadgets in LOP can be organized at certain order 
to accomplish arbitrary attack. Afterwards, we will discuss 
some challenges when chaining these functional gadgets. 

B. Loop Gadget 
From a high-level perspective, a loop gadget is made up 

of three key elements: 1) a loop statement, 2) an indirect call 
instruction within the loop statement, 3) an index instruction 
within the loop statement. The following pseudo-code 
describes the generic structure of a loop gadget. 
 L1:   cmp A, B; 

 jcc L2; 
 goto h(A); 
 f(A) � A; 
 jmp L1; 
L2: 

 At first, A and B are the start address and end address of  
dispatch table respectively. Both of them can be either 
memory addresses or registers that represent pointers. The 
cmp instruction determines the exit condition of this loop. 
An indirect call, i.e., goto h(A), is used to invoke the 
functional gadget. Here h(A) is the target address of this 
indirect call. Then the value of A is updated via the index 
instruction, i.e. f(A) � A, which can redirect A to point to 
the next item of dispatch table. For example, f can be 
A=A+4, or a dereference operation A=*(A+8). After this, 
the loop statement unconditionally moves to the next 
iteration. Note that the dispatch table can be a simple array 
if A is incremented by a constant value (e.g. A=A+4) or a 
linked list if memory is dereferenced (e.g. A=*(A+8)). 

Fig. 3 gives a real-world example of a loop gadget, from 
initterm() in msvcrt.dll. Lines 6 to 13 is a loop statement. 
[ebp+8] and [ebp+0Ch] are the start address and end 
address of dispatch table respectively. Esi is the index 
pointer A that points to dispatch table. The indirect branch 
consists of mov eax, [esi] and call eax. The instruction add 
esi, 4 is the index instruction. 

 
Figure 3.  Example of a loop gadget: initterm() in msvcrt.dll on Windows 

Call-Ret-Pairing. As stated before, one key feature of loop 
gadget is the way that functional gadgets are invoked. The 
complete dispatch process is actually a process of call-ret-
pairing. Following Fig. 2, we want to detail this process as 
follows: 

1. Set up the two arguments of loop gadget as the start 
address and end address of dispatch table 
respectively, e.g., [ebp+8] and [ebp+0Ch] in Fig. 3. 
Then hijack the control flow to the loop gadget. Note 
that the attacker may need some gadgets like func0 
in Fig. 2 to prepare for attack environment. 

2. Make the index pointer point to start address of 
dispatch table. 

193193



3. Obtain the address of a functional gadget from the 
dispatch table, and use an indirect call to invoke this 
gadget. Note that a functional gadget may also call 
other functional gadgets, so func1~3 in Fig. 2 may 
consist of more than one function. 

4. After the functional gadget has been invoked, it 
returns to the instruction located right after the 
indirect call in the loop gadget by a legal ret 
instruction. 

5. Modify index to make it point to the next item of 
dispatch table. 

6. Compare the index value and end address. If the 
index value is less than the end address, turn to step 
3 to call the next functional gadget. Otherwise, exit. 

Gadget Discovery. Generally speaking, the basic rule for 
discovering a loop gadget is to find a function, containing a 
particular loop statement, which has an indirect call and an 
index instruction inside. Following the pseudo-code for 
generic structure described above, we detail the 
characteristics of indirect call and index instruction 
respectively as below. 

• The indirect call instruction goto h(A) performs a 
memory dereference for address A, whose value 
cannot be modified. The following two forms can be 
easily recognized as indirect call instruction: 1) call 
*(A+offset) and 2) *(A+offset)�C; call 
*(C+offset). Here offset can be zero, a constant, or a 
variable whose value can be decided at compiler-
time. Note that the operand of indirect call, i.e. A, 
might store a constant at the beginning of the loop 
statement. In such case, this indirect call is 
equivalent to a direct call, and we will preclude it. 

• Like JOP [5], we adopt three conditions to determine 
whether an instruction can be treated as an index 
instruction f(A)�A. First, A must be the destination 
operand of this instruction. Second, the op-code is 
able to permute A by at least one word size. Third, 
this instruction must be self-referential, i.e., the 
destination operand is also one of the source 
operands. In one word, an instruction can be viewed 
as an index instruction, if it reads A and modifies A 
by at least one word size. Note that if the recognized 
indirect call instruction is in a nested loop, we turn to 
analyze the innermost loop for discovering the index 
instruction.  

Based on our experiments, loop gadgets can be easily 
found in libraries. We will discuss this in Section IV-B. 

C. Functional Gadgets 
Functional gadgets are entire functions in executables or 

libraries. They perform concrete operations and have specific 
functionality. Following the notions by Tran et al. [11], these 
basic functionalities are divided into four categories, each of 
which can be realized by specified functions. 

1) Branching. The longjmp() function allows the attack to 
branch unconditionally. To achieve conditional branch, we 
can combine several functions, e.g., lfind() + longjmp() or 
lsearch() + longjmp(). 

2) Arithmetic and logic. The wordexp() function achieves 
this in a straightforward way. It turns out that this function 
can serve a number of purposes, including integer addition, 
subtraction, multiplication, and division. 

3) Memory accesses. It is as simple as employing any 
function that performs a memory copy, e.g., memcpy(), 
strcpy(), etc. 

4) System calls. Almost all attacks need to utilize system 
calls. This is straightforward in an attack, as library functions 
can be employed just as they would in a user program. e.g., 
open(), close(), read(), etc. 

With these functions, attackers can perform arbitrary 
computations. Therefore, LOP is also Turing-complete as 
return-to-libc [9] does, and has the ability to conduct 
branching, arithmetic/logic, memory access, and system 
calls. Specifically, the presence of a wealth of functions in 
the C library greatly facilitates the selection, construction, 
and integration of functional gadgets in LOP. Moreover, by 
depending mainly on the well-defined semantics of functions 
in the C library, LOP is portable across different OS. 
Challenge. Linking functional gadgets by loop gadget 
greatly depends on the ability to set up their arguments on 
the stack. In addition, the stack pointer (esp) must be 
redirected to chain multiple stack frames together. Besides, 
identifying the data that might be read or written by gadgets 
is also important. In the following, we will discuss how to 
address these issues in detail, including redirecting stack 
pointer, passing arguments, handling data dependency, 
saving return value, and writing a NULL word. 

Controlling the stack pointer is well known as stack 
pivoting [24]. Stack pivoting usually leverages a fake stack 
by advancing the stack pointer to the location of next stack 
frame. On x86 platform, the stdcall calling convention is 
usually used to call Win32 API functions and the callee 
cleans up the stack. Hence, we can use a stdcall function, that 
ends with “retn x”, to pop x bytes from the stack, i.e., esp= 
esp+x. For example, LocalEnrollNoDSin in kernel32.dll 
has only the following two instructions. 

 mov eax, 8007007Fh;   
 retn 5Ch; 

This function implements the operation of adding esp with 
5Ch. 

The arguments of functional gadgets can be placed in 
continuous or discrete memory regions. When loop gadget 
invokes a stdcall function, the function will pop the 
arguments by itself so that the stack pointer automatically 
points to the next stack frame. However, if the calling 
convention is cdecl where the caller is responsible for 
cleaning up stack, a stack-pivot gadget will be invoked after 
the cdecl function to redirect esp to the next frame. Since the 
stack-pivot gadget needs no argument, the layout of gadgets 
arguments will not be affected. Moreover, if the stack-pivot 
gadget is always invoked after a function, the arguments can 
be in discrete regions. 

As the gadgets in LOP are all entire functions, data 
dependency between gadgets should be paid many attention 
to. From the view of functional gadget, some instructions in 
a function might become redundant compared to those which 
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work for the desired functionality. Such redundant 
instructions might affect other gadgets, if they share the same 
memory. To handle such data dependency, we can use static 
analysis to identify such gadgets and abandon them in LOP, 
or we can invoke another gadget to restore the data by 
resetting register or memory, such as the function longjmp(). 

The function longjmp() can alter many CPU states within 
a single call. This allows for unconditional branching in 
LOP, so that esp can be redirected to any location. More 
importantly, we can set jmp_buf structure which stores 
values for a number of registers, including esp and eip. 
Holding the control of registers, we can do more useful 
operations. First, arguments of functional gadgets can be also 
passed by registers, not only by the stack. Second, return 
value in eax can be saved and restored in other registers. 
Third, after the contents of registers or memory are affected 
by redundant instructions, we can reset the register value to 
the original one. 

Traditional vulnerabilities stop copying data when 
encountering a zero byte, however there exist cases where 
some data contains zero, such as the argument. Our solution 
is that the first few gadgets are designed to write zero. For 
example, we call strcpy repeatedly to nullify a single byte 
per an invocation. 

IV. IMPLEMENTATION 
In this section, we elaborate on the real-world exploit 

against Internet Explorer 8 by LOP shellcode. Then, we 
evaluate the availability of loop gadget. 

A. Proof-of-concept Exploitation 
In this subsection, we describe the construction of a 

proof-of-concept exploit, based on a real-world vulnerability 
[27] of Internet Explorer 8 on Windows XP SP3 on x86 
platform. With heap spray [25], we can write a string into 
stack and any data into heap, which provides the control to 
two indirect calls. The exploit consists of three steps. The 
first step converts the indirect call under our control to loop 
gadget. The second step initializes the environment for 
functional gadgets. The third step makes a code segment 
writable, and overwrites it with our shellcode by 
VirtualProtect and memcpy. The loop gadget is given in 
Fig. 3 as mentioned above, while Fig. 4 describes the 
architecture of the exploit. 
Step 1: Convert to Loop Gadget. The following code 
snippet is the relevant part of the vulnerability, which is 
useful for LOP. 

 call dword ptr ds:[ecx+18h]; 
 push esi; 
 call dword ptr ds:[eax+8]; 
The vulnerability grants us controls over several 

registers, including ecx, esi, and eax, so that we can control 
the target of indirect call. However, the instruction “push 
esi” will flush the data on stack, so we need to eliminate this 
side effect before calling loop gadget. Next, we discuss this 
issue in detail. As for arguments of loop gadget, the start and 
end address of dispatch table are located in “ebp+8” and 
“ebp+0Ch” described in Fig. 3. If we use “call [ecx+18h]” 

and “call [eax+8]” to call stack-pivot gadget and loop 
gadget respectively, the “push esi” will occupy location 
“ebp+8”, and thus the start and end address of dispatch table 
fall in the wrong locations, i.e., ebp1+0Ch and ebp1+10h 
in Fig. 4. To overcome this, we choose function called 
RtlpTraceDatabaseInternalFind (we simplify it as 
RTDIF) in kernel32.dll to rearrange the layout of stack. The 
code is given as follows: 

1 mov edi, edi;      7 push edi; 
2 push ebp;                   8 push [ebp+10h]; 
3 mov ebp, esp;      9 mov edi, [ebp+0Ch];  
4 push ebx;     10 push edi;  
5 push esi;                 11 call dword ptr [esi+3Ch]; 
6 mov esi, [ebp+8];      12 ... ... 
Now, we use “call [ecx+18h]”, “call [eax+8]”, and “call 

[esi+3Ch]” to call stack-pivot gadget, RTDIF, and loop 
gadget respectively. As is shown in Fig. 4, after RTDIF is 
invoked, the start and end address of dispatch table fall in the 
right locations, i.e., ebp2+8 and ebp2+0Ch. 
Step 2: Initialize Environment. The loop gadget calls a 
stack-pivot gadget to redirect esp to the argument locations 
of functional gadgets. As some arguments contain zero and 
strcpy is cdecl function, we then call strcpy and stack-pivot 
together repeatedly to overwrite zero. Therefore, arguments 
can be also loaded dynamically. 
Step 3: Load Shellcode. We make a code area writable by 
calling VirtualProtect, then overwrite it with our shellcode 
by memcpy, and finally use an indirect call to invoke our 
shellcode. Then we are free to implement any desired 
functionality. 

B. Loop Gadget Availability 
We apply the discovery rule given in Section III-B to 

search for loop gadgets. In order to avoid unnecessay data 
dependency with functional gadgets, we tend to use loop 
gadget, which is simple and compact. Here, we set two 
thresholds: 1) the number of instructions within the loop 
statement is up to 20, and 2) the number of code blocks 
from the entry of function to this loop statement is up to 5. 
In order to facilitate the process of searching, we use a static 
analysis module in IDA pro to output loop gadgets. TABLE 
II shows the result of loop gadget discovery. Our discovery 
is performed on x86 Windows XP SP3 and x86 Ubuntu 
12.04, as shown in Column 1. Column 2 shows the widely 
used libraries and executables, such as msvcrt.dll and 
libc.so. Columns 3 and 4 indicate the file size and number of 
functions in each binary. The last column is the number of 
loop gadgets we have discovered. 

It is noteworthy to mention that we only need one loop 
gadget to accomplish an attack. From the table, we can find 
that the complete set of loop gadgets is sufficient. 
Specifically, there are many loop gadgets in the C library 
which is by default linked to nearly every process. 

V. DISCUSSION 
There are some challenges for the adoption of the ideal 

form of CFI. The biggest challenge is obtaining the  
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Figure 4.  Simplified view of our exploit and layout of stack and heap 

TABLE II.  THE NUMBER OF LOOP GADGETS IN WIDELY USED LIBRARIES AND EXECUTABLES 

platform binary file size total functions loop gadgets 

linux 
libc-2.15.so 1.65MB 2627 8 
libm-2.15.so 170KB 444 2 

libdbus-1.so.3.5.8 289KB 1151 5 
libssl.so.1.0.0 346KB 1288 2 

windows 

ntdll.dll 575KB 2019 4 
crtdll.dll 145KB 780 6 

msvcrt.dll 335KB 1449 6 
msvcrt100.dll 752KB 2843 14 

internet explorer 8 623KB 193 1 
adobe reader 9.5 351KB 259 2 

 
complete CFG for a program, particularly when source code 
or debugging symbols are not available. This limitation can 
be mitigated partly by shadow stack, which enforces stricter 
policy for ret instruction. However, as far as we know, there 
is no effective method to enforce strict policies for indirect 
call and indirect jump in binaries. 

In LOP, the indirect call in loop statement targets the 
beginning of a function, but the function may not be the one 
specified by original CFG. Therefore, if defenders can 
enforce stricter policies, they can detect this kind of 
violation of control flow. Unfortunately, it is difficult for 
defenders to exactly extract the control flow targets of 
indirect call or indirect jump in binaries, particularly without 
source code and debugging symbols. 

VI. RELATED WORK 
Code reuse attack is one common form of exploitation. 

Tran et al. [11] show that traditional return-to-libc attack is 
Turing-complete, disproving the commonly held 
misconception that such an attack is inherently linear. They 
combine existing functions of the C library in unique ways 

to construct arbitrary computations. ROP [2] and JOP [4] 
are also Turing-complete and chain together short code 
fragments instead of functions to perform attack. However, 
the indirect branches in these attacks have abnormal control 
flow, which can be detected by practical CFI solutions. 

Many attacks [7, 8, 10, 26] recently have been proposed 
to construct ROP attack with call-preceded gadgets whose 
blocks of instructions locate right after call instructions. For 
instance, Göktas et al. [26] demonstrate ways to bypass 
certain control flow integrity systems for binary 
applications. Two new types of gadgets are built to 
construct ROP-like attacks in the presence of these CFI 
systems. However, as the authors admit, this new attack can 
be detected by shadow stack [14, 19]. 

Some methods propose loop structure to achieve a 
specific goal, but have obvious defects. Skowyra et al. [1] 
use conditional self-modification to build a looping 
construct. However, the loop structure aims at performing 
branching operation instead of dispatching gadgets. 
Moreover, all the functions, including functions used to 
build the loop structure, are chained by ret instructions. On 
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the other hand, Schuster et al. [3] use a loop gadget to 
invoke dummy gadgets so as to flush the LBR stack to 
circumvent kBouncer [20]. The loop gadget is invoked 
before Windows API to bypass heuristic of kBouncer. 
However, they also need ROP chain to perform a complete 
attack, which can be detected by existing CFI protections 
easily. Concurrently to our work, Schuster et al. [30] 
demonstrate ways to bypass some defense systems by using 
C++ virtual functions in a program, however, it is not 
applicable to applications developed in other languages. 

VII. CONCLUSION 
In this paper, we demonstrate that shadow stack, which is 

usually used to harden CFI, is weaker than generally 
thought and ineffective as coarse-grained CFI does. We 
conduct a security analysis on CFI policies for coarse-
grained CFI and shadow stack, and then propose a new code 
reuse attack, called LOP, to bypass all the four CFI policies. 
Entire functions in LOP are chosen as gadgets. Different 
from previous code reuse attacks, LOP utilizes a loop 
gadget to invoke functional gadgets repeatedly via a loop 
statement. This makes the control flows strictly follow call-
ret-pairing. We elaborate its principle and implementation in 
detail and exploit a real-world vulnerability to carry out 
LOP attack successfully. Our discovery shows that the loop 
gadget is widely available in libraries and applications. 
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