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Topic Distillation with Query-Dependent Link Connections
and Page Characteristics

MINGFANG WU, FALK SCHOLER, and ANDREW TURPIN, RMIT University

Searchers on the Web often aim to find key resources about a topic. Finding such results is called topic
distillation. Previous research has shown that the use of sources of evidence such as page indegree and
URL structure can significantly improve search performance on interconnected collections such as the Web,
beyond the use of simple term distribution statistics. This article presents a new approach to improve topic
distillation by exploring the use of external sources of evidence: link structure, including query dependent
indegree and outdegree; and web page characteristics, such as the density of anchor links.

Our experiments with the TREC .GOV collection, an 18GB crawl of the US .gov domain from 2002,
show that using such evidence can significantly improve search effectiveness, with combinations of evi-
dence leading to significant performance gains over both full-text and anchor-text baselines. Moreover, we
demonstrate that, at a different scope level, both local query-dependent outdegree and query-dependent
indegree out-performed their global query-independent counterparts; and at the same scope level, outde-
gree out-performed indegree. Adding query-dependent indegree or page characteristics to query-dependent
outdegree could have a small, but not significant, improvement.
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1. INTRODUCTION

Information retrieval systems aim to find relevant resources in large collections of
documents. At their core, search algorithms are generally based on term distribution
features, such as using the frequency of a word within a document to determine the
likelihood that the document is relevant to a query. In addition to term distribution
statistics, additional information may be used to identify candidate documents. For
example, resources on the World Wide Web are interlinked with hypertext, and so
contain a link structure, and each link is accompanied by some descriptive text, called
anchor text. These characteristics of web pages can be exploited as additional external
evidence by algorithms that attempt to match documents to queries. For example,
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assume that an author creates a hyperlink from a source document to a target docu-
ment. Then, the anchor text, and possibly other surrounding text in the source docu-
ment, can be used as evidence when deciding whether the target document is likely to
be relevant to any given search request. The most commonly used sources of evidence
from the link structure of web resources are: anchor text; indegree (the number of
in-coming links to a page); and outdegree (the number of out-going links from a page).

When searching hyperlinked webs, users may be looking for information for many
different reasons: they may wish to find a single fact, the home page of an organiza-
tion, or a set of relevant web pages that together present a broad overview of a topic.
Search engines should therefore use appropriate sources of evidence to identify candi-
date web pages, and optimize their weighting algorithms to rank these for each type
of search task. For example, anchor text is an effective source of evidence for web
search [McBryan 1994; Page et al. 1998], and it has been demonstrated that searching
on anchor text alone can give better results than searching on the full-text of docu-
ments for particular search tasks such as site finding [Craswell et al. 2001a] and home
page finding [Upstill et al. 2003].

In this article, we investigate topic distillation (TD) searches. This search task was
initially defined by Bharat and Henzinger [1998] and Chakrabarti et al. [1998] as
aiming to find quality documents on a broad query topic. The task was later adopted
and tested within the framework of the TREC (Text REtrieval Conference) Web Track
to find key resource pages. Such a resource page might be manually constructed (such
as the Open Directory Project, www.dmoz.org) or automatically constructed by a topic
distillation algorithm, and would be a high-quality reference for a given topic.

In particular, the guidelines of the TREC 2003 Web Track [Craswell et al. 2003b]
specified that, for a web page to be judged as a “key resource” on a broad topic, it should
be a good entry point to a web site which:

— is principally devoted to the topic;
— provides credible information on the topic; and
— is not part of a larger site that is also principally devoted to the topic.

According to the first two criteria, a qualifying page should be both relevant and au-
thoritative (e.g., a page that is referred to by many other pages). However, the goal of
the task is not to return many individual relevant or authoritative pages: if there ex-
ists an entry page or a hub page that points to many relevant and authoritative pages
within a site, then this entry page would be the ideal answer to the query, in accordance
with the third criterion. For example, consider an information need by celebrities liv-
ing in California who want to adopt a child. A query “adoption procedures” might be
sent to a search engine. Among other retrieved pages, the search engine may retrieve
a few pages from the site,1 as shown in Figure 1. However, only the page indicated2

would be counted as a good quality resource page for topic distillation purposes: the
pages that are at higher levels above this resource page fail the first criterion, while
the pages below the resource page fail the third criterion.

Topic distillation was explored within the TREC framework as part of the 2003 and
2004 Web Tracks. Anchor text evidence was used by most groups (10 out of 16 groups
reported this as part of their methods in 2003, and 14 out of 17 in 2004), and it was
concluded that anchor text can generally lead to performance improvements [Craswell
and Hawking 2004; Craswell et al. 2003b]. Link structure and some URL features
were also tested by some groups, and shown to be helpful for some runs [Craswell
et al. 2003a; Plachouras et al. 2004].

1www.courtinfo.ca.gov
2http://www.courinfo.ca.gov/selfhelp/family/adoption/
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Fig. 1. A schematic of relevant pages (dark triangle) in the Californian government website (light triangle)
for the query “adoption procedures”. While all pages in the dark triangle are topically relevant, only the root
page of that triangle is relevant for a topic distillation task.

In this study, we investigate the effectiveness of new types of external evidence for
the topic distillation task: query-dependent indegree and outdegree, and the density
of hyperlinks on a web page. Query-dependent link evidence is likely to offer two
advantages compared to other evidence: first, it reflects the potential topical relevance
of documents within a collection, rather than being static counts that represent the
overall hyperlink structure of the web, such as PageRank. Second, query-dependence
limited only to a set of search results should help to prevent topic drift that may arise
from algorithms such as HITS (Hyperlink-Induced Topic Search), where nonrelevant
linked documents may be added in the final result lists. Document features such as
the density of hyperlinks, on the other hand, can supply quite different evidence about
the suitability of a resource for a topic distillation task. In particular, we would expect
that a good resource has a higher density of link occurrences, compared to topically
relevant, but non-hub pages.

Our experimental results using the TREC data (.GOV collection) for this task show
that adding query-dependent outdegree can boost rankings of resource pages more
effectively than static, collection wide indegree or PageRank evidence (a statistically
significant increase of 22% over a full-text baseline). Furthermore, adding appropri-
ate page characteristics to query-dependent outdegree and indegree leads to a further
improvement over the baseline.

In the next section, we review related work in the area of topic distillation. Our
experimental methodology is introduced in Section 3, and experimental results are
presented and discussed in Section 4. We present conclusions and directions for future
work in Section 5.

2. BACKGROUND

Previous research on topic distillation has investigated various sources of external evi-
dence for improving search effectiveness. Broadly, these approaches can be categorized
into evidence based on link structure, and evidence based on web page characteristics.
We also survey related work on approaches for incorporating external evidence into
core retrieval models. As this study was conducted with a TREC Web track collec-
tion, we also discuss the studies that make use of external evidence and are evaluated
within the TREC Web track evaluation framework.
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Link-Based Evidence

The most common approach for using link-based evidence involves propagating the
relevance score or term frequency of a document to those documents to which it is
connected. For example, the anchor text of a source document can be propagated to its
target document [Brin and Page 1998; Robertson et al. 2004], directly increasing the
word tokens of the target, and enhancing the importance of those words that appeared
in the referring anchor text. In other studies, the relevance score of a document has
been propagated to its neighbors in the link graph; and the query term frequency
of a page has been propagated to pages that point to it, in order to up-weight hub
pages [Qin et al. 2005; Shakery and Zhai 2003]. All of these methods have been shown
to improve search performance compared to conducting searches based on the original
full-text content of a document alone.

The well-known PageRank algorithm uses link evidence independently of page
content analysis by assigning a query-independent value to a page (the so-called
PageRank value) to indicate how important the page is. The PageRank of a page is
calculated recursively, based on the page’s indegree as well as the PageRank of the
pages that point to it. This PageRank value is then combined with other scores to
rank matched documents [Brin and Page 1998; Page et al. 1998].

The use of link-based evidence has also differed based on the level at which the
structure is examined. At the whole collection level, any link that points to or from
a document within the entire collection is counted. Most previous work falls into this
category, where the resulting indegree, outdegree or PageRank scores are independent
of any query being evaluated. We refer to such evidence as global link evidence. This
type of link evidence is usually query-independent. An alternative approach is to limit
the link evidence to a subset of the whole collection, such as pages from the same
domain. We refer to such evidence as local link evidence. In particular, when the
subset of the collection is constructed from a set of pages retrieved in response to a
query, such link evidence would be query-dependent. Typical examples that make use
of query-dependent link evidence include the HITS algorithm and SALSA (Stochastic
Approach for Link-Structure Analysis).

In HITS [Kleinberg 1999], a subgraph of the WWW that is related to a query topic
is first constructed. The subgraph consists of a start set and a neighborhood set. The
start set includes a certain number of top ranked pages from a search engine; the
neighborhood set is a fixed-size subset of pages pointing to or pointed at by any page
of the start set. A hub score and an authority score of a page p of the subgraph are
then calculated as follows: the hub score of p is the sum of the authority scores of all
those pages pointed to by p, and the authority score is the sum of the hub scores of
pages pointing to p. This calculation starts all pages with initial hub and authority
scores of 1, and is repeated with score normalization after each iteration until conver-
gence [Gibson et al. 1998; Kleinberg 1999]. The authority and hub scores have been
shown to lead to significant performance gains over a content-only baseline [Amento
et al. 2000; Bharat and Henzinger 1998; Kleinberg 1999].

WebQuery [Carriere and Kazman 1997] constructs a subgraph in a way similar to
HITS, but adds an extra condition for two pages to be connected: two pages must
not only be hyperlinked, but also come from different web hosts. The pages of the
subgraph are then ranked according to connectivity that is simply defined as a page’s
total number of incoming and outgoing links.

The HITS algorithm could also be extended to a whole collection. Calado et al.
[2003] compared global HITS and local HITS; they found that both sources of evidence
had a significant improvement over a baseline, and that the improvement from local
HITS is double that from global HITS. However, if only the top 10 documents from
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a search result are taken as seed documents, the gain obtained from global HITS is
higher than that from local HITS.

There are two potential problems with HITS. First, the way the subgraph is con-
structed may cause topic drifting. Secondly, meaningful authoritative pages may not
be identified due to the tightly knit community effect caused by mutual reinforcement
of hub and authority scores during the iteration operation. SALSA, a non-iterative sto-
chastic approach, was proposed to compute hub scores and authority scores separately.
In essence, SALSA uses indegree and outdegree to estimate authority scores and hub
scores respectively [Lempel and Moran 2001]. Studies have shown that SALSA is more
effective than HITS and PageRank [Najork 2007; Najork et al. 2009].

PageRank, HITS and related algorithms can be used to enhance content-based
search for the topic distillation task. Both PageRank and HITS can be used to pro-
mote authoritative pages, thus meeting the second criterion from the topic distillation
definition (ref. Section 1); however, the pages promoted by HITS could be closer to a
query topic (the first criterion) and also tend to be hub pages (which could meet the
third requirement).

Web Page Characteristics

Web pages have a number of characteristics, other than their text content, that can
be useful for topic distillation searches. First, each web page has a URL (Uniform Re-
source Locator) that is used as the address of the page, and often includes the name of
a company or organization that owns the web page. The URL also frequently contains
a filename and type, which can provide additional evidence about a page. For example,
home pages often end with index.html, and tend to have shorter URL paths; on the
other hand, pages with extensions of .pdf or .doc are very likely to be content pages
and have longer URL paths.

Second, a web page may be authored for a variety of purposes, for example, to guide
a user around a site (such as a home page, or a site map page), or to serve as a reference
or hub for a specific topic. The internal structure or HTML markup of such pages is
likely to be different from more general pages. These page characteristics have been
utilized for specific web search tasks such as homepage finding, known-item search,
and topic distillation [Kraaij et al. 2002; Ogilvie and Callan 2003; Upstill et al. 2003].
In particular, the highest-performing run in the 2004 Web Track used the number of
characters in the URL path (ulength) of a page to rerank the top 150 documents in an
initial answer list [Plachouras et al. 2004].

Incorporating External Evidence

An information retrieval system in general returns a ranked list of answers in re-
sponse to a user query. For each item in the list, the system calculates a similarity
score, or weight, which represents the likelihood of the resource being relevant to the
query. Answers are then ordered by decreasing similarity. External evidence—any
evidence outside the term-based information considered by the similarity function—
has been incorporated into this ranking for the topic distillation task in the following
four ways.

Full Reordering of Search Results. After a query is run, all results in the answer list
above a certain position are reordered, based on external evidence, without incorpo-
rating the original document weights. The cut-off above which pages are reranked is
arbitrarily chosen in some systems, while in others the threshold is a parameter that
is set during a training phase [Upstill et al. 2003].
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Combination of Evidence. The initial search results are reordered based on a com-
bination of external evidence and the original similarity score of a page [Craswell
et al. 2005; Westerveld et al. 2001]. The most popular method is a weighted linear
combination:

Dnew = α0 D0 +
n∑

i=1

αiDi (1)

where D0 is the similarity score from the initial retrieval run, Di (i = 1...n) are the
scores produced by sources of external evidence, and

∑n
i=0 αi = 1. Note that when

α0 = 0, the search result is re-ordered based on external evidence only.
When we apply the previous linear combination, we can use the original evidence

scores (including a document’s similarity weight), apply logarithmic transformation,
or normalize scores between 0 and 1. Craswell et al. [2005] also proposed a density
analysis method that models the shape of the transformation required before combin-
ing query independent evidence with the similarity score.

Rank Aggregation. Initially used by metasearch engines to aggregate search results
from several individual search engines [Aslam and Montague 2001; Dwork et al. 2001],
this approach combines different permutations of a search result list, where the per-
mutations are based on different levels of external evidence [Fagin et al. 2003].

Prior Probabilities. The previous approaches all apply external evidence after an ini-
tial search; in other words, only the rank ordering of a search result is changed, but
the initial set of documents that are retrieved is not influenced by the external evi-
dence. Miller et al. [1998] proposed an approach to combine document priors (such
as document length and average word length) with a content-based relevance proba-
bility score, to derive a single document relevance probability score. By incorporating
the additional sources of evidence directly, the set of retrieved documents can be influ-
enced. The method has also been used by various groups participating in the TREC
Web track framework, using the prior probabilities of a document in a language model
for web retrieval tasks such as entry page finding and topic distillation [Kamps et al.
2004; Kraaij et al. 2002].

Topic Distillation at TREC

The topic distillation search task has been investigated at TREC as part of the Web
Track from 2002 to 2004, and as part of the Enterprise Track in 2007. In each of
these years, a set of topic distillation queries and corresponding relevance judgments
were created, so that the participating groups could compare their approaches and
associated results on a common test collection.

The Web Track data (2002–2004) uses the .GOV collection, an 18 Gb partial crawl of
Web pages from the .gov domain in 2002 [Craswell et al. 2002]. Hawking and Craswell
[2005] point out that the relevance judgments from 2002 don’t reflect the requirements
of a topic distillation task: some of the topics don’t correspond to key resource pages
within .GOV, and the lists of key resource pages tend to be isolated pages.

Topic distillation was also investigated in the TREC 2007 Enterprise Track with
the CERC collection (CSIRO Enterprise Research Collection) [Bailey et al. 2007]. The
documents in this collections are Web pages from the Australian Commonwealth Sci-
entific and Industrial Research Organisation (CSIRO) web site. We believe that this
testbed is not suitable for the evaluation of topic distillation, because the evaluation
interface for gathering relevance judgments from participating groups was prone to
being used for general topical relevance assessments, rather that for the identification
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of key resource pages. This issue is reflected in the fact that 11.0% of pooled documents
were judged as “key resource pages” for the CSIRO collection, which is substantially
higher than the frequency of such resources in the 2003 and 2004 Web Tracks, at 1.0%
and 2.4%, respectively. Moreover, after the 2007 TREC Enterprise track, Bailey et al.
[2008] organized experts to re-judge the pooled documents; the experts are CSIRO sci-
ence communicators, who are familiar with CSIRO business, the document collection
and the topic distillation task. They reported that there was a low agreement between
the experts’ assessment (so-called gold standard) and the assessment from participat-
ing groups (so-called bronze standard), and that the assessment differences affected
system evaluation.

Anchor text is the feature most widely tested by TREC Web track participants, not
only for the topic distillation task but also for other tasks such as homepage finding
(where a query is the name of a site) and named page finding (where a query is the
name of a non-homepage). Many of top runs have incorporated anchor text. There are
several major ways to make use of anchor text: First, the anchor text of all hyperlinks
pointing to a page are concatenated together and treated as the page’s sole represen-
tation [Craswell et al. 2001a], or added to the original page content for indexing and
searching [Plachouras et al. 2003]. Alternatively, a query is sent separately to the an-
chor text collection, the original document collection, or collections created by extract-
ing other document features such as titles. Search results from each collection are then
combined through linear interpolation [Lu et al. 2004] or fusion methods [Kamps et al.
2003; Lu et al. 2004; Yang and Albertson 2003; Yang et al. 2004; Zhou et al. 2004]. Var-
ious fusion methods were first proposed by Fox and Shaw [1994] including: minimum
or maximum score of each evidence (CombMIN and CombMAX); summation of indi-
vidual evidence scores (CombSUM); CombSum multiplied or divided by the number
of nonzero evidence scores (CombMNZ and CombANZ). Finally, anchor text evidence
is used by treating a document as a structured object that includes fields such as an-
chor text, title, and the document’s original content. A field weighting scheme (such
as BM25F) is then applied that combines a term’s frequency from different fields at
ranking time, instead of combining search results from different fields after a search,
as in the second method [Zaragoza et al. 2004]. Almost all of these studies reported
significant improvements by using anchor text.

Beyond anchor text, PageRank, hub and authority scores from Kleinberg’s HITS
algorithm, global indegree and global outdegree are also popular features. Wen et al.
[2003] first segmented a page into blocks for removing noisy information within the
page, treated each block as a “page”, and then applied the HITS algorithm to derive
an authority score for each page. The authority score and PageRank were used to re-
rank search results, with results showing that the use of authority score improved the
ranking of the search results significantly in terms of average precision, but the use of
PageRank did not lead to significant improvements. It was also reported by Shen et al.
[2007] and Wu et al. [2007] that reranking search results based on PageRank with the
CERC collection didn’t improve the performance of the original search results.

Global indegree and global outdegree have been mostly used to rerank search
results. Indegree was found to make a substantial difference to the ranking of search
results by Kamps et al. [2004] with the 2004 Web track collection. However, only slight
but statistically nonsignificant improvements were observed by Wu et al. [2007] with
the CERC collection. Craswell et al. [2003a] categorized links into off-site links and
on-site links, so that a link was only counted if it points to a page from a different site,
or is pointed at by a page within the same site, respectively. By incorporating content
search, URL length, and off-site and on-site links through a hill climbing algorithm,
they observed a 23.8% improvement of average R-precision over simple content
search.
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No experiments using local indegree and outdegree were previously reported. Al-
though Stokoe and Tait [2003] proposed to explore linkages between search documents
in order to promote the rankings of hubs by identifying those pages that had a signifi-
cant number of out-links to other pages that were judged relevant by their system, no
results were reported.

URL-based features were observed to be helpful by several participating groups.
The University of Glasgow group used URL length to rerank the top 1000 retrieved
pages and they observed 39% of improvement (P@10) with the 2003 Web test collection
and 40.0% improvement (MAP) with the 2004 Web test collection [Plachouras et al.
2003, 2004].

In Westerveld et al. [2001], an URL is classified into four types in order to pro-
mote homepages: root, subroot, path, or file, depending on the number of slashes that
occur. The Hummingbird system incorporated the same evidence [Tomlinson 2003,
2004] into its structured query language; experiments with the 2003 and 2004 test
collections showed that giving strong extra weight to URLs of root, subroot or path
types could substantially increase the MRR (2003) and MAP (2004) scores for topic
distillation. However, modest extra weight for less deep URLs also led to statistically
significant increases in the mean scores.

URLs were also used for site compression in order to increase site coverage in search
results, this was done by allowing only a few pages from the same site in a search result
list. Both studies by Wen et al. [2003] and Stokoe and Tait [2003] reported that keeping
one page per site was risky, but retaining more than one page led to improvements in
ranking.

Summary

Almost all work carried out as part of the TREC Web Track topic distillation task ap-
plied global and query-independent link evidence. This may promote those pages that
score more highly based on external evidence, yet these pages are more likely to fail
the first criterion of the topic distillation task: they may point to web sites that are
not devoted to a search topic. In this study, we investigate using query-dependent link
evidence by extracting link evidence from a set of top ranked retrieved documents in
response to a query. We hypothesize that using query-dependent link evidence derived
from a search result list would lead to more effective performance than the correspond-
ing query-independent evidence, as query-dependent evidence is closer to the query
topic.

Apart from exploring the use of query-dependent link structure for topic distillation,
we also introduce a new page characteristic, anchor density, which is measured by the
number of links of a page normalized by the length of the page. The research questions
we address in this study are as follows.

(1) Can query-dependent indegree and outdegree provide more effective evidence than
query-independent measures of indegree, outdegree and PageRank? We hypothe-
size that query-dependent sources of evidence would be more effective than their
corresponding global, query-independent counterparts, since the latter may boost
an entry page pointing to a site that is not principally devoted to the desired
topic.

(2) How can anchor density be used to provide evidence for relevance in topic distil-
lation search? We hypothesize that a page with a higher anchor density is more
likely to be a hub page than one with a lower anchor density.

(3) Does a combination of query-dependent link evidence and page characteristics lead
to better search performance than using individual sources of evidence?
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To investigate these questions, we use the linear combination approach to incorpo-
rate the external sources of evidence into a baseline retrieval model. The focus of our
work is the empirical comparison of the benefits that different sources of evidence can
bring to the topic distillation search task, rather than a comparison of the different
methods of incorporating this evidence. We are aware that there are many available
page and link features (such as “tf of anchor” and “tf of URL”, out of 44 features as
listed in Liu et al. [2007]), and a ranking algorithm can be obtained from all these
features using machine learning, to improve overall ranking performance [Qin et al.
2008]. However, in this article, we focus on understanding how specific Web-based
sources of evidence can contribute to the overall ranking of a search result.

3. EXPERIMENTAL METHODOLOGY

To investigate the effectiveness of external evidence sources for topic distillation
searches, we empirically analyze the impact that the various pieces of evidence have
compared to two baselines, full-text and anchor-text retrieval, which are described in
this section.

Test Collections

For our experiments we use the TREC Web Track testbeds. The topic distillation
search task has been investigated at TREC as part of the Web Track in 2002, 2003
and 2004; and as part of the Enterprise Track in 2007. In each of these years, a set of
topic distillation queries, and corresponding relevance judgements, were created. In
this study, we use the TREC Web Track 2003 and 2004 topic distillation test collections
as our two testbeds. The 2003 data consists of 50 queries, while the 2004 data consists
of 75 queries, which we refer to as TD03 and TD04, respectively.

The two testbeds use the same .GOV document collection, an 18 GB partial crawl of
Web pages from the .gov domain from 2002 [Craswell et al. 2002]. The advantages of
using these test collections is that our results can be placed in the context of related
work. The disadvantage is that, although the .GOV collection is a crawl of the WWW,
it is not necessarily representative of the entire WWW. All webpages of the .GOV col-
lection are from the .gov domain and as such its link structure is likely to be of higher
quality than on the normal web, whose link structure may include more link spam, for
example.

For the experiments that investigate a combination of different evidence sources,
we must set the α parameter values given in Eq. (1). To prevent overfitting, we use
TD03 as a training set to identify optimal combination parameters, and then test per-
formance using these fixed parameter settings on TD04.

Evaluation Measures and Baselines

The precision of a search result list is defined as the number of relevant items that
have been retrieved, as a proportion of the total number of items that the system
has retrieved. We evaluate the performance of our systems using three evaluation
measures that were used in the 2003 and 2004 Web Tracks [Craswell et al. 2003b]:
mean precision at 10 documents retrieved (P@10); mean R-precision, the precision
after R documents are retrieved where R is the number of relevant documents for the
topic (RP); and mean average precision (MAP). Average precision for a single query
(AP) is calculated by averaging the precision scores at each point in the search results
list where a relevant document is found. MAP is then the mean of the AP scores of a set
of queries. We also report normalized discounted cumulative gain at document cut-off
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10 [Jarvelin and Kekalainen 2002] (NDCG@10) here. DCG discounts the contribution
of low-ranking relevant documents and is calculated as

DCG@10 =
10∑
i=1

gaini

log2(1 + i)
, (2)

where gaini reflects the graded relevance level of the document. NDCG@10 is a nor-
malized version of this measure, where DCG is scaled into the range from 0 to 1 by
dividing through by the ideal gain vector (where the documents are listed in decreas-
ing order of relevance). In this study, we have only binary assessments: non-relevant
(0) and relevant (1). For all reported evaluation metrics, the mean is taken over the
set of queries used.

Since we are investigating the effectiveness of external evidence to rerank an initial
set of documents, we focus on the MAP measure. MAP is responsive to changes in
the rank position at which documents are returned by the search system. For exam-
ple, consider a query for which there is only one relevant document in the collection.
Suppose that a search system initially finds this at rank 10. Then, after reranking
based on additional evidence, it is positioned at rank 1. This would leave the P@10
score unchanged (at 0.1). However, the MAP score would increase from 0.1 to 1, more
accurately reflecting the fact that the additional evidence has improved the rank po-
sition of the relevant document. Although we focus on the MAP metric, we report
performance based on all four measures, for comparability with related work carried
out using the same test collections. Differences in performance metrics are tested for
statistical significance using a paired Wilcoxon signed-rank test.

We use two baselines in our experiments, based on different types of document con-
tent. First, we use a full-text collection (which we call ftext), where the original text
content of all documents in the .GOV collection is indexed and searched. Second, we
use an anchor-text collection (which we call atext). In this collection, each document
is replaced with all of the anchor text from links that point to that document. Anchor
text has previously been shown to be useful evidence for site finding [Craswell et al.
2001b], home page finding [Upstill et al. 2003] and topic distillation tasks [Craswell
et al. 2003b]. We include the anchor text collection as a baseline so that we can com-
pare whether search based on full-text and enhanced with external evidence can out-
perform searches on an anchor-text only collection. Since there are two baselines, and
also two different query sets, TD03 and TD04, this gives four test scenarios in total.

Indexing and searching were carried out using the Lemur toolkit.3 We apply the
Okapi BM25 [Robertson et al. 1994] ranking function, with a typical term weighting
function as shown in Eq. (3):

wt =
(k1 + 1) ∗ tft

k1((1 − b ) + b dl
avdl ) + tft

∗ log
N − dft + 0.5

dft + 0.5
. (3)

A document’s weight is then obtained by summing up the weights of those query terms
that occur in the document:

w(d, q) =
∑

t

wt ∗ qt (4)

3http://www.lemurproject.org/
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where tft is the term frequency, dft is the document frequency, N is the total number
of terms in the collection, dl is the document length, and avdl is the average document
length across the collection.

We train the two term weight normalization parameters k1 and b on the TD03 set;
the best combination values that achieve the highest MAP are then applied to the
TD04 set. The top 1000 retrieved pages from each query are taken as candidates for
reranking.

Link Evidence

We define the indegree of a page to be the number of hyperlinks pointing to a page, and
the outdegree of a page as the number of links leaving the page. Recall that we also
make a distinction between query-independent and query-dependent link structure,
so query-independent outdegree counts the number of links embedded in the current
page that point at any other page in the collection, while query-dependent outdegree
only counts the number of links that point to pages in the top 1000 retrieved docu-
ments for the current query. Intuitively, restricting the outdegree to the result set of
a query transforms this source of evidence from something general into a topically fo-
cused source of information. Similarly, query-dependent indegree restricts the count of
incoming links to those pages that point at the current document, but are also present
in the query result list.

In our experiments, we explore the effectiveness of combining query-dependent in-
degree and outdegree to rerank retrieval results. We compare these query-dependent
evidence types with their query-independent counterparts. In initial experiments, we
combined the raw indegree and outdegree values directly. However, this often leads to
the link evidence dominating the final combined similarity score. We therefore dampen
the impact of the link evidence values, transforming the raw link counts for page i, ci,
using

Di = log(2 + ci) (5)

before combining with the document weight scores as in Eq. (1). Initial experiments
with the dampening factor indicated that a constant factor of 2 gave the best results,
although performance does not vary greatly when other such values are chosen (we
tested between 1 and 5).

In addition to evidence from the link structure, we also consider the page character-
istic of anchor density. We measure anchor density by the number of links that occur
on a page, normalized by the number of content words that occur on a page (i.e., not
including any HTML mark up). We apply the same logarithmic transformation on the
raw anchor density count that was also used for link evidence, giving:

Di = log
(

2 +
query-independent outdegree

content words on a page

)
. (6)

Intuitively, if two pages have equal similarity scores based on an initial query, but have
different anchor density, then the page with higher anchor density is more likely to be
a better resource page.

Page Characteristics

As URL features have been shown to be effective for topic distillation, we use the
URL path depth and length in our experiments. Path depth (udepth) is measured
by counting the number of slashes “/” that occur in the URL. URL length (ulength)
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Table I. Mean Scores of External Evidence Values Prior to Log-Transformation for
Assessed Relevant and Irrelevant Pages for TD03 and TD04 Data

TD03 TD04
rel. irrel. p-value rel. irrel. p-value

IndepOut 20.21 17.66 0.94 20.51 15.74 0.01
IndepIn 121.89 125.48 0.01 125.96 47.31 0.89
PageRank 11.04 10.96 0.01 12.15 4.40 0.78
Anchor Density 0.07 0.06 0.01 0.08 0.05 0.01
URL Depth 4.14 4.36 0.01 3.99 4.63 0.01
URL Length 36.29 42.31 0.01 35.55 44.84 0.01

IndepOut and IndepIn refer to the query-independent indegree and outdegree,
respectively.

is a simple count of the total number of characters in the URL. The same evidence
value transformation as for the link evidence is applied to these features, but they are
inversely proportional to relevance, so

Di =
1

log
(
2 + URL feature

) (7)

where URL feature is either the URL length or URL depth.

Key Resource Pages

As explained in Section 1, the key resource pages that should be identified for topic
distillation searches are entry pages of relevant sites. As we plan to explore whether
outdegree and anchor density are good sources of evidence that can promote the rank-
ing of key resource pages over non-key (and irrelevant) pages, we first investigate
whether characteristics of relevant documents and irrelevant documents differ for
different types of external evidence measures: query-independent outdegree, query-
independent indegree, PageRank, anchor density, URL depth, and URL length. Note
that we cannot compare our proposed query-dependent sources of evidence in this way,
as they require a query-specific result set in order to be computable.

Table I shows these characteristics for the TD03 and TD04 data, indicating the
differences between those documents that were judged as relevant, and those judged
irrelevant. Note that PageRank is calculated using a dampening factor of 0.85 [Brin
and Page 1998]. For TD03, there are significant differences between the two sets of
documents for all of the evidence types (Wilcoxon, p < 0.05) except query-independent
outdegree. However, for TD04, query-independent indegree and PageRank are not
significantly different in the two sets of documents. This is surprising, as one of the
top runs from the University of Amsterdam [Kamps et al. 2004] using TD04 reported
that query-independent indegree makes a substantial difference to content baselines
retrieved by either a language model or a vector space model. We therefore continue to
evaluate the effectiveness of these sources of evidence in our retrieval experiments, ex-
pecting them to be more effective on the 2004 data, since these show larger differences
based on the raw evidence values alone compared to TD03.

4. EXPERIMENTAL RESULTS

This section presents our experimental results of using external evidence to rerank
the baselines. As discussed in Section 3, link, anchor density and page characteris-
tic evidence scores are first log-transformed in accordance with Eqs. (5), (6), and (7),
respectively, and then combined with a baseline similarity score according to Eq. (1).
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Table II. Percentage Improvements of the Anchor-Text Baseline over the Full-Text Baseline

Collection MAP P@10 R-prec NDCG@10 (k1, b )

TD03 ftext 0.1266 0.0900 0.1406 0.1560 (5.9, 0.9)
TD03 atext 0.1601†(26%) 0.1120 (24%) 0.1498 (7%) 0.2243 (44%) (2.1, 0.6)

TD04 ftext 0.0855 0.1200 0.1015 0.1350
TD04 atext 0.1120†(31%) 0.1867 (56%) 0.1602 (58%) 0.2196 (63%)

k1 and b are the optimal Okapi BM25 parameter settings based on the TD03 training
data. † indicates a statistically significant improvement based on the paired Wilcoxon
signed-rank test.

We are aware that there are many methods available to transform original evidence
scores before they are interpolated together, such as linear normalization of a score
into the range [0, 1], and normalization of a document’s weight score of a query by
the maximum possible document weight of the same query [Upstill et al. 2003]. In
this article, we do not intend to explore the relative effectiveness of these variations
on normalization; instead we use the original evidence scores, and concentrate on the
relative performance of each evidence source.

Baselines

The .GOV collection, used for both the TD03 and TD04 testbeds, consists of 1,247,753
pages, and has 11,164,829 links. In our study, we do not use self-pointing hyperlinks
(i.e., a link whose source page and target page are the same page); this leaves 8,653,291
links. 1,011,597 pages from the collection have incoming anchor text, and each anchor
text entry consists of 2.9 words on average.

Both the full-text and anchor-text collections are preprocessed: mark up tags are
removed, 418 words appearing in the standard INQUERY stoplist are removed [Allan
et al. 1999], and the remaining words are stemmed using the Porter stemmer. The
indexed full-text collection consists of 1,471,618,773 terms in total, with 6,647,860
unique terms. The anchor-text collection is much smaller, with 39,636,732 terms in
total, and 585,781 unique terms.

The search performance of the anchor-text and full-text baselines are shown in
Table II. For both query sets, searching on anchor-text surrogates gives substantially
higher performance compared to the original full-text. Further examination of the
search result lists shows that searching full-text and anchor-text in fact leads to two
very different sets of answer documents. We use the Jaccard similarity, defined as the
number of pages in the intersection of the two sets as a proportion of the union of the
two sets, to measure the overlap between the two result sets. The Jaccard similarity
of the retrieved document sets for the two baselines is only 9.4% for TD03, and 9.2%
for TD04.

Given this, we re-analyze the underlying difference in the external evidence prop-
erties of the full-text and anchor-text collections, shown in Table III. The retrieved
pages from the two anchor-text baselines are significantly different from the two cor-
responding full-text baselines in all categories of evidence (Wilcoxon, p < 0.05), ex-
cept the URL depth. The anchor-text baselines have higher mean scores for the
following external evidence: query-independent outdegree, query-independent inde-
gree, PageRank and anchor density; while the full-text baselines have higher mean
scores of query-dependent outdegree, query-dependent indegree, URL depth and URL
length. This may indicate that the retrieved pages from the full-text collections are
more likely to better satisfy the first criterion of a “key resource” page, whereas the re-
trieved pages from the anchor-text collections are more likely to better satisfy the third
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Table III. Mean Score of External Evidence of Retrieved Pages from the Full-Text
and Anchor-Text Query Sets

TD03 TD04
ftext atext p-value ftext atext p-value

IndepOut 11.90 12.90 0.030 14.70 15.90 0.020
DepOut 2.30 1.20 0.001 3.10 1.40 0.001
IndepIn 11.32 24.50 0.003 13.60 40.90 0.001
DepIn 2.30 1.20 0.001 2.70 1.40 0.001
PageRank 1.10 2.30 0.001 1.10 3.60 0.001
Anchor Density 0.04 0.05 0.001 0.05 0.06 0.004
URL Depth 5.00 4.80 0.080 4.90 4.80 0.060
URL Length 49.80 47.40 0.010 49.60 48.10 0.010

Values shown are prior to log-transformation.

criterion.These differences between the anchor-text and the full-text baselines will al-
low us to investigate whether the various sources of external evidence have different
effects on the different datasets.

Link Evidence

Query-dependent and query-independent link evidence are combined with a page’s
similarity score according to Eq. (1). The performance of query-independent (Indep)
and query-dependent (Dep) link evidence, including outdegree (Out), indegree (In),
combined outdegree and indegree (InOut), and PageRank, is shown in Tables IV and V.
The tables also indicate the optimal α parameter settings that give the highest MAP
based on TD03, with α0 being one minus the sum of the listed αi components (see
Eq. (1)).

As far as the MAP measure is concerned, all evidence types lead to a substantial and
significant improvement over the full-text baseline. For the TD03 full-text training set,
the highest improvement in MAP is obtained by adding query-dependent outdegree
and PageRank (31.7%). When the same term weight normalization parameters (k1 and
b ) and combination parameters are applied to TD04 full-text, the highest improvement
over the baseline is obtained by adding the same sources of evidence (27.7%). Although
the two anchor-text baselines are much higher than the two corresponding full-text
baselines, they can also be further improved upon, by up to 19.7% and 5.5% for TD03
and the TD04, respectively, by adding query-dependent outdegree.

Table V also indicates that, for the TD03 anchor-text collection, when indegrees
(either query-independent or query-dependent) or PageRank are combined with query-
dependent outdegree, the maximum MAP is reached when their interpolation coeffi-
cient (α) is zero; in other words, adding indegrees and PageRank to query-dependent
evidence doesn’t make any difference. A possible explanation of this phenomenon is
that a page’s anchor text is harvested from incoming links, thus the higher an inde-
gree, the more anchor text there is likely to be, making additional inlink evidence
somewhat redundant.

We further investigate the differences between the individual types of evidence;
Table VI shows the difference in performance obtained when adding the evidence
source listed in a column, compared to adding the evidence source given in the cor-
responding row. When comparing the same type of link evidences at different levels
of scope, query-dependent outdegree outperforms query-independent outdegree in all
four test cases, with a large gain of 11.9% and 17.8% on the TD03 data, and a smaller
1.9% and 1.8% gain for the TD04 full-text and anchor-text data, respectively. Com-
parison between indegrees shows similar trends: query-dependent indegree is better
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Table IV. Link Evidence for the full-text Collection

Evidence MAP P@10 R-prec NDCG@10 α

TD03 baseline 0.1266 0.0900 0.1460 0.1560

IndepOut 0.1380† 9.0% 0.1120 0.1235 0.1887 0.8
DepOut 0.1544† 22.0% 0.1040 0.1545 0.1966 0.8
IndepIn 0.1339† 5.8% 0.0880 0.1394 0.1593 0.25
DepIn 0.1444† 14.1% 0.1100 0.1219 0.2065 0.85
PageRank 0.1485† 17.3% 0.1120 0.1291 0.2014 0.15
IndepInOut 0.1474† 16.4% 0.1220 0.1341 0.2019 0.3, 0.5
DepInOut 0.1568† 23.9% 0.1040 0.1585 0.1964 0.1, 0.7
DepOut,IndepIn 0.1589† 25.5% 0.1000 0.1549 0.1520 0.7, 0.1
DepOut,PageRank 0.1667† 31.7% 0.1260 0.1648 0.2346 0.3, 0.6

TD04 baseline 0.0855 0.1200 0.1015 0.1350

IndepOut 0.1024† 19.8% 0.1277 0.1242 0.1515
DepOut 0.1043† 22.0% 0.1187 0.1163 0.1665
IndepIn 0.0927† 8.4% 0.1293 0.1121 0.1513
DepIn 0.0983† 15.0% 0.1347 0.1127 0.1650
PageRank 0.0999† 16.8% 0.1413 0.1177 0.1672
IndepInOut 0.1039† 21.5% 0.1253 0.1246 0.1706
DepInOut 0.1134† 32.6% 0.1640 0.1421 0.2001
DepOut,IndepIn 0.1079† 26.2% 0.1293 0.1317 0.1790
DepOut,PageRank 0.1092† 27.7% 0.1747 0.1299 0.2085

Percentage improvements over the baseline are shown for MAP. α is optimal value trained
on TD03. The parameter coefficient given to the baseline’s similarity score is: 1 − ∑n

i=1 αi.
† indicates a significant improvement (p < 0.05) based on the paired Wilcoxon signed-rank test.

than query-independent indegree for both the TD03 data (7.8% and 6.3% gain over the
full-text and anchor-text baselines, respectively) and the TD04 data (6.0% and 3.1%
gain over the full-text and anchor-text baselines respectively).

At the same scope level, comparison of evidence shows both query-independent and
query-dependent outdegrees perform better than their counterpart indegrees for all
four test cases. Overall, the performance difference between query-dependent outde-
gree and query-dependent indegree is larger than that between query-independent
outdegree and query-independent indegree.

PageRank incorporates elements of the query-independent indegree and query-
independent outdegree of a page into a single score. Results in Table VI show
that the direct combination of query-independent indegree and outdegree of a page
gives comparable performance to using PageRank alone, while the combination of
query-dependent indegree and outdegree outperforms PageRank, especially for the
TD03 anchor-text and TD04 full-text datasets.

Improvements in search performance as measured by MAP, which is averaged over a
set of queries, makes it difficult to see whether the increase is due to a small number of
exceptional queries, or from consistent improvements over a larger number of queries.
Table VII shows the number of queries that have their performance improved by 10%
or more by adding different sources of external link evidence. The following trends can
be observed: first, query-independent indegree improves the least number of queries
for all four datasets; second, query-independent outdegree improves a similar number
of queries as PageRank and query-dependent outdegree for the two full-text sets; third,
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Table V. Link Evidence for the anchor-text Collection

Evidence MAP P@10 R-prec NDCG@10 α

TD03 baseline 0.1601 0.1120 0.1498 0.2243

IndepOut 0.1628 1.7% 0.1200 0.1563 0.2316 0.65
DepOut 0.1917† 19.7% 0.1300 0.2061 0.2572 0.8
IndepIn 0.1607 0.4% 0.1120 0.1498 0.2248 0.1
DepIn 0.1709 6.7% 0.1220 0.1460 0.2401 0.3
PageRank 0.1648 3.0% 0.1160 0.1461 0.2363 0.15
IndepInOut 0.1643 2.6% 0.1120 0.1513 0.2298 0.3, 0.4
DepInOut 0.1917† 19.7% 0.1300 0.2061 0.2572 0, 0.8
DepOut,IndepIn 0.1917† 19.7% 0.1300 0.2061 0.2572 0.8, 0
DepOut,PageRank 0.1917† 19.7% 0.1300 0.2061 0.2572 0.8, 0

TD04 baseline 0.1120 0.1867 0.1602 0.2196

IndepOut 0.1161† 3.7% 0.1867 0.1588 0.2306
DepOut 0.1182† 5.5% 0.1893 0.1551 0.2377
IndepIn 0.1136 1.4% 0.1907 0.1580 0.2198
DepIn 0.1171 4.6% 0.1827 0.1475 0.2416
PageRank 0.1162 3.7% 0.1893 0.1551 0.2377
IndepInOut 0.1174 4.8% 0.2000 0.1611 0.2400
DepInOut 0.1182† 5.5% 0.1893 0.1551 0.2377
DepOut,IndepIn 0.1182† 5.5% 0.1893 0.1551 0.2377
DepOut,PageRank 0.1182† 5.5% 0.1893 0.1551 0.2377

Percentage improvements over the baseline are shown for MAP. † indicates a significant
improvement (p < 0.05) based on the paired Wilcoxon signed-rank test.

query-dependent indegree is able to improve more queries at a large scale than query-
dependent outdegree, although query-dependent indegree does not outperform query-
dependent outdegree as shown in Table VI.

Page Characteristics

The effects of adding evidence based on page characteristics (anchor density, URL
depth, and URL length) to the full-text baselines are shown in Table VIII. All three
page characteristics improve the two full-text baselines: the URL depth is the most ef-
fective of the three (16.4% and 18.6% for TD03 and TD04, respectively) and the density
is the weakest performer.

Table IX shows the effect of adding the page characteristics to the anchor-text
baselines. The three page characteristics lead to only small improvements on the
TD03 training set, although URL depth leads to a big improvement (18.8%) over
the TD04 baseline. This is probably because the anchor-text baselines are already
good at finding entry pages: as was shown in Table III, anchor-text baselines have
a significantly higher anchor density and shorter URL path, and tend to have fewer
URL characteristics.

Compared with performance gains from link evidence, the best performing page
characteristic, URL depth, is only better than the best performing single link evidence
for the TD04 anchor-text dataset (8.1% better than the query-dependent outdegree, or
query-dependent outdegree together with query-dependent indegree).
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Table VI. Comparison of Link Evidence for the full-text and anchor-text Collections

IndepIn, DepIn, DepOut, DepOut,
DepOut IndepIn DepIn PgR Out Out IndepIn PgR

TD03 ftext
IndepOut 11.9† -3.0† 4.6 7.6 6.8 13.7† 15.0† 20.8†
DepOut -13.3† -6.5 -3.8 -4.5 1.6 2.9 8.0
IndepIn 7.8 10.9† 10.1† 17.1† 18.7† 24.5†
DepIn 2.9 2.1 8.6 10.0 15.5
PageRank -0.8 5.6 7.0 12.3†
IndepInOut 6.4 7.8 13.1†
DepInOut 1.3 6.3
DepOut,IndepIn 4.9

TD04 ftext
IndepOut 1.9 -9.5 -4.0 -2.5 1.4 10.7† 5.4† 6.6†
DepOut -11.1 -5.7 -4.2 -0.4 8.7† 3.5† 4.7†
IndepIn 6.0 7.7† 12.0 22.2† 16.3† 17.7†
DepIn 1.6 5.7 15.3† 9.7 11.1†
PageRank 4.0 13.5† 8.0 9.3†
IndepInOut 9.1† 3.9† 5.1†
DepInOut -4.8† -3.7
DepOut,IndepIn 1.2

TD03 atext
IndepOut 17.8† -1.2 -4.0 1.2 1.0 17.8† 17.8† 17.8†
DepOut -16.1† -10.85† -14.0† -14.3† 0 0 0
IndepIn 6.3 2.5 2.2 19.2† 19.2† 19.2†
DepIn -3.4 -3.9 12.2† 12.2† 12.2†
PageRank -0.3 16.3† 16.3† 16.3†
IndepInOut 16.6† 16.6† 16.6†
DepInOut 0 0
DepOut,IndepIn 0

TD04 atext
IndepOut 1.8 -2.1† 0.8 0.1 1.1 1.8 1.8 1.8
DepOut -3.9† -1.0 -1.7 -0.7 0 0 0
IndepIn 3.1 2.3† 3.3† 4.1† 4.1† 4.1†
DepIn -0.8 0.2 1.0 1.0 1.0
PageRank 1.0 1.7 1.7 1.7
IndepInOut 0.7 0.7 0.7
DepInOut 0 0
DepOut,IndepIn 0

The numbers indicating the percentage change in MAP when using evidence in the column compared
to using evidence in the row. † indicates a significant improvement (p < 0.05) based on the paired
Wilcoxon signed-rank test.

Combining Link and Page Evidence

We have seen that query-dependent outdegree gives the best (or nearly the best in the
TD04 full-text set) performance overall among link-based sources of evidence (based
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Table VII. Percentage of Queries that are Improved by 10% or More (Based on MAP) from
Incorporation of Link Evidence

Evidence TD03 ftext (47) TD03 atext (48) TD04 ftext (75) TD04 atext (72)
IndepOut 21% 0% 17% 1%
IndepIn 0% 0% 7% 1%
DepOut 17% 10% 21% 8%
DepIn 32% 13% 31% 15%
PageRank 17% 8% 19% 7%
IndepInOut 30% 10% 33% 3%
DepInOut 19% 10% 20% 8%
DepOut,IndepIn 28% 10% 25% 8%
DepOut,PageRank 34% 10% 44% 8%

The numbers in brackets are the number of queries for which at least one relevant document is
retrieved.

Table VIII. Performance of Page Characteristics for the full-text Collection

Evidence MAP P@10 R-prec NDCG@10 α

TD03 Baseline 0.1266 0.0900 0.1406 0.1560

Density 0.1366† 7.9% 0.0960 0.1431 0.1675 0.90
Udepth 0.1474† 16.4% 0.0980 0.1370 0.1790 0.95
Ulength 0.1386† 9.5% 0.0940 0.1461 0.1670 0.95

TD04 Baseline 0.0855 0.1200 0.1015 0.1350

Density 0.0889† 4.0% 0.1227 0.1067 0.1408
Udepth 0.1014† 18.6% 0.1307 0.1268 0.1558
Ulength 0.0947† 10.8% 0.1253 0.1135 0.1458

Percentage improvement over baseline MAP is shown. † indicates a significant
improvement (p < 0.05) based on the paired Wilcoxon signed-rank test.

on MAP); and, using query-dependent indegree can lead to more queries having their
ranking improved substantially. We now investigate whether combining evidence from
local outdegree, local indegree and the three page characteristics leads to better per-
formance than using these features in isolation.

Table X and Table XI show the effect of adding additional evidence to query-
dependent outdegree for the full-text and anchor-text datasets respectively. We can
see that adding any page characteristics to query-dependent outdegree improves the
query-dependent outdegree, but the improvement is not substantial or significant.

The addition of query-dependent indegree to query-dependent outdegree and
page characteristics does not contribute any improvement, this is manifested by
the fact that the linear combination coefficients of query-dependent indegree are
either 0 or close to 0, thus the first group of three rows are the same as or close to
the second group of three rows in Table X and Table XI respectively. Similarly, the
addition of query-independent indegree (the third group of three rows) doesn’t make
any contrition either. However, adding PageRank and any page characteristics to
query-dependent outdegree can lead to a big and significant improvement for the two
full-text collections, but not for the two anchor-text collections.

Table XII shows the proportion of queries for which MAP is increased by 10%
or more by incorporating combined evidence. Unsurprisingly, the full-text baselines
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Table IX. Performance of Page Characteristics for the anchor-text Collection

Evidence MAP P@10 R-prec NDCG@10 α

TD03 Baseline 0.1601 0.1120 0.1498 0.2243

Density 0.1608 0.4% 0.1160 0.1525 0.2269 0.90
Udepth 0.1659† 3.6% 0.1360 0.1551 0.2445 0.95
Ulength 0.1663† 3.9% 0.1200 0.1575 0.2345 0.95

TD04 Baseline 0.1120 0.1867 0.1602 0.2196

Density 0.1126 0.5% 0.1827 0.1579 0.2162
Udepth 0.1331† 18.8% 0.2173 0.1832 0.2652
Ulength 0.1207† 7.8% 0.1973 0.1646 0.2377

Percentage improvement over baseline MAP is shown. † indicates a significant
improvement (p < 0.05) based on the paired Wilcoxon signed-rank test.

benefit more than the anchor-text baselines. However, even for the latter, inclusion of
link and page evidence leads to substantial performance increases for some queries.

5. CONCLUSIONS AND FUTURE WORK

In this article, we have investigated incorporating various sources of link and page
based evidence into result ranking for topic distillation searches. Our experiments
used two topic distillation testbeds from the TREC 2003 and 2004 Web Tracks. The
two testbeds use the same document collection, .GOV, but have different query sets.
The new sources of evidence were combined linearly with the original similarity scores
assigned to documents by the retrieval system. The TD03 query set was used as a
training set to determine linear combination parameters and the two term weight nor-
malization parameters; the effectiveness of these trained parameters was then tested
on TD04.

The performance improvements obtained from different sources of external evi-
dence are summarized in Table XIII. Regarding our first research question on the
effectiveness of using query-dependent indegree and outdegree as sources of evidence,
our experiments with the TD04 test collection as well as TD03 training collection show
that both our simple local query-dependent outdegree and indegree evidence sources
out-perform their global query-independent counterparts. Our experiments also show
that the addition of both query-dependent outdegree and indegree is more effective
than the addition of a query-independent PageRank score. It is interesting to note that
outdegree was found to perform worse than indegree, PageRank, and the HITS author-
ity score by Najork et al. [2007]. We believe that the differences might be due to the
fact that the outdegree tested by Najork et al. [2007] was at the global level, and inde-
pendent from the query. A page with higher query-independent outdegree is therefore
less likely to be as close to a query as a page with our higher query-dependent outde-
gree. Also, queries used by Najork et al. are from a web search log, without regard to
the search task that each query represents. Intuitively, indegree and the HITS author-
ity score would work better for navigational or informational queries, while outdegree
and the HITS hub score would work best for topic distillation queries. In this work, we
restrict our attention to topic distillation queries. Moreover, the document collection
used by Najork et al. is based on a web crawl that is much larger than the .GOV
collection (371 times more pages), the web pages and links contained in this web col-
lection may be of different quality from trusted web sites such as those from the .gov
domain.
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Table X. Combining Query-Dependent Outdegree with Page Characteristics for the full-text Collection

Evidence MAP P@10 R-prec NDCG@10 α

TD03 DepOut 0.1544 0.1040 0.1545 0.1966

+Density 0.1585 2.7% 0.1040 0.1545 0.1995 0.4, 0.5
+Udepth 0.1597 3.4% 0.1100 0.1617 0.2040 0.4, 0.5
+Ulength 0.1594 3.2% 0.1060 0.1612 0.2016 0.4, 0.5
+DepIn+Density 0.1585† 2.7% 0.1040 0.1545 0.1995 0.4, 0, 0.5
+DepIn+Udepth 0.1597† 3.4% 0.1100 0.1617 0.2040 0.4, 0, 0.5
+DepIn+Ulength 0.1594† 3.2% 0.1060 0.1612 0.2016 0.4, 0, 0.5
+IndepIn+Density 0.1585† 2.7% 0.1040 0.1545 0.1995 0.4, 0, 0.5
+IndepIn+Udepth 0.1597† 3.4% 0.1100 0.1617 0.2040 0.4, 0, 0.5
+IndepIn+Ulength 0.1594† 3.2% 0.1060 0.1612 0.2016 0.4, 0, 0.5
+PageRank+Density 0.1697† 9.9% 0.1220 0.1774 0.2324 0.3, 0.4, 0.2
+PageRank+Udepth 0.1694† 9.7% 0.1220 0.1747 0.2315 0.3, 0.4, 0.2
+PageRank+Ulength 0.1696† 9.8% 0.1220 0.1744 0.2320 0.3, 0.4, 0.2

TD04 DepOut 0.1043 0.1187 0.1163 0.1665

+Density 0.1056 1.2% 0.1173 0.1158 0.1668
+Udepth 0.1054 1.1% 0.1200 0.1246 0.1697
+Ulength 0.1054 1.1% 0.1213 0.1239 0.1689
+DepIn+Density 0.1056 1.2% 0.1173 0.1158 0.1668
+DepIn+Udepth 0.1054 1.1% 0.1200 0.1246 0.1697
+DepIn+Ulength 0.1054 1.1% 0.1213 0.1239 0.1689
+IndepIn+Density 0.1056 1.2% 0.1173 0.1158 0.1668
+IndepIn+Udepth 0.1054 1.1% 0.1200 0.1246 0.1697
+IndepIn+Ulength 0.1054 1.1% 0.1213 0.1239 0.1689
+PageRank+Density 0.1146† 9.9% 0.1733 0.1392 0.2124
+PageRank+Udepth 0.1152† 10.5% 0.1787 0.1399 0.2156
+PageRank+Ulength 0.1155† 10.7% 0.1760 0.1406 0.2149

† indicates a significant improvement (p < 0.05) based on the paired Wilcoxon signed-rank test.

The second research question concerned the effectiveness of using anchor density as
a source of evidence. Our experiments indicate that anchor density leads to only small
improvements over the baselines. Compared to the other two page characteristics,
URL depth and URL length, anchor density provides comparatively weaker evidence.
We suspect that this might be due to the fact that many organizations require the
adoption of certain web page design patterns. For example, all pages from a particu-
lar site may have a recurring navigation bar at the top or side of the screen. A finer
analysis of page structure, which ignores these global navigational links and com-
putes anchor density only on links inserted by the author of a page, may improve the
performance of this evidence source. In future work, we plan to carry out a more de-
tailed analysis of page structure (e.g., as in Cai et al. [2003]) to determine whether
more refined models of anchor density can lead to larger improvements in search
performance.

For the third research question, on the effectiveness of combining query-dependent
link evidence and page characteristics as a source of evidence, our experiments
indicate that by combining evidence based on page characteristics—anchor density,
URL depth or URL length—and query-dependent outdegree, we can achieve further
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Table XI. Combining Query-Dependent Outdegree with Page Characteristics for the anchor-text Collection

Evidence MAP P@10 R-prec NDCG@10 α

TD03 DepOut 0.1917 0.1300 0.2061 0.2572

+Density 0.1917 0.0% 0.1300 0.2061 0.2572 0.8, 0
+Udepth 0.1945 1.5% 0.1260 0.2005 0.2585 0.3, 0.6
+Ulength 0.1925 0.4% 0.1300 0.2061 0.2573 0.4, 0.5
+DepIn+Density 0.1922 0.3% 0.1280 0.1990 0.2574 0.6, 0.1, 0.1
+DepIn+Udepth 0.1945 1.5% 0.1260 0.2005 0.2585 0.3, 0, 0.6
+DepIn+Ulength 0.1925 0.4% 0.1280 0.1990 0.2576 0.6, 0.1, 0.1
+IndepIn+Density 0.1917 0.0% 0.1300 0.2061 0.2572 0.8, 0, 0
+IndepIn+Udepth 0.1945 1.5% 0.1260 0.2005 0.2585 0.3, 0, 0.6
+IndepIn+Ulength 0.1925 0.4% 0.1300 0.2061 0.2573 0.4, 0, 0.5
+Pagerank+Density 0.1917 0.0% 0.1300 0.2061 0.2572 0.8, 0, 0
+Pagerank+Udepth 0.1945 1.5% 0.1260 0.2005 0.2585 0.3, 0, 0.6
+Pagerank+Ulength 0.1925 0.4% 0.1300 0.2061 0.2537 0.4, 0, 0.5

TD04 DepOut 0.1182 0.1893 0.1551 0.2377

+Density 0.1182 0.0% 0.1893 0.1551 0.2377
+Udepth 0.1241† 5.0% 0.2040 0.1631 0.2507
+Ulength 0.1199 1.4% 0.1947 0.1584 0.2424
+DepIn+Density 0.1192 0.8% 0.2013 0.1598 0.2455
+DepIn+Udepth 0.1241 5.0% 0.2040 0.1631 0.2507
+DepIn+Ulength 0.1192 0.8% 0.2013 0.1593 0.2454
+IndepIn+Density 0.1182 0.0% 0.1893 0.1551 0.2377
+IndepIn+Udepth 0.1241 5.0% 0.2040 0.1631 0.2507
+IndepIn+Ulength 0.1199 1.4% 0.1947 0.1584 0.2424
+PageRank+Density 0.1182 0.0% 0.1893 0.1551 0.2377
+PageRank+Udepth 0.1241† 5.0% 0.2040 0.1631 0.2507
+PageRank+Ulength 0.1199 1.4% 0.1947 0.1584 0.2424

† indicates a significant improvement (p < 0.05) based on the paired Wilcoxon signed-rank test.

small improvements than using individual page characteristics or query-dependent
outdegree alone for three out of four test cases, as shown in the last four columns of
Table XIII.

Our investigations also demonstrate that searching on full-text documents leads
to very different search results than when searching on the corresponding anchor-
text surrogates, with little overlap in the documents retrieved. However, both full-
text and anchor-text collections show similar trends. In general, full-text baselines
benefit significantly from external evidence, while the improvements for anchor-text
baselines are more limited. Nevertheless, anchor-text baselines alone perform better
than adding most types of external evidence to full-text baselines, and there is no sta-
tistically significant difference between the anchor-text baseline and the best run of
adding external evidence to the full-text baseline. Our best performing run for the
TD03 data, a combination of anchor text search and query-dependent outdegree and
indegree, is 26.0% better than the best run from the 2003 Web Track submissions,
which used a linear combination of full text, anchor text and query-independent inde-
gree [Craswell et al. 2003b]. For the TD03 set, our baseline runs match closely with
that of the best performing TREC run. However, for the TD04 set, our anchor-text
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Table XII. Percentage of Queries that are Improved by 10% or More, Based on MAP

TD03 TD04
Evidence ftext (47) atext (48) ftext (75) atext (72)
DepOut+ Anchor Density 21.3% 10.4% 20.0% 8.3%

URL Depth 19.1% 14.6% 22.7% 12.5%
URL Length 21.3% 14.6% 20.0% 9.7%

DepOut + DepIn + Anchor Density 21.3% 10.4% 20.0% 5.6%
URL Depth 19.1% 14.6% 22.7% 12.5%
URL Length 21.3% 10.4% 20.0% 5.6%

DepOut + IndepIn+ Anchor Density 17.0% 10.4% 24.0% 8.3%
URL Depth 19.1% 14.6% 22.7% 12.5%
URL Length 21.3% 14.6% 20.0% 9.7%

DepOut + PageRank+ Anchor Density 29.8% 10.4% 38.7% 8.3%
URL Depth 29.8% 10.4% 37.3% 12.5%
URL Length 29.8% 14.6% 38.7% 9.7%

Table XIII. Summary of Performance Improvements as Measured by MAP

Baseline DepOut DepOut+ Udepth DepOut+ DepOut+PgR+
DepIn Udepth Udepth

TD03 ftext 0.1266 0.1544 0.1568 0.1474 0.1597† (26.1%) 0.1697
atext 0.1601 0.1917 0.1945 0.1659 0.1945† (21.5%) 0.1945

TD04 ftext 0.0855 0.1043 0.1134 0.1014 0.1054† (23.2%) 0.1152
atext 0.1120 0.1182 0.1182 0.1331 0.1241† (10.8%) 0.1241

The best of each of the methods based on link evidence, combination of link evidence, page
characteristics and combination of link evidence and page characteristics is shown, respectively.
Percentage is the improvement of using the combined evidence over corresponding baseline.
† indicates a significant improvement (p < 0.05) based on the paired Wilcoxon signed-rank test.

baseline is 12.5% worse than that of the best performing TREC run, which extended
documents by adding the anchor text of their incoming hyperlinks and applied Diver-
gence From Randomness (DFR) PL2 weighting scheme [Plachouras et al. 2004]; so it
is not appropriate to make a direct comparison of our best performing run to the best
run of the 2004 Web Track submissions.

Our experimental results show that linear interpolation of query-dependent outde-
gree and/or URL depth with the original document weight gives not only the high-
est performance among the other link evidence types, but also leads to more queries
whose ranking is substantially improved. More specifically, there are 26.1%, 21.5%,
23.2%, and 10.8% significant improvements over the baselines for TD03 full-text, TD03
anchor-text, TD04 full-text and TD04 anchor-text test cases respectively, as shown in
Table XIII. Based on our findings, we recommend the use of query-dependent outde-
gree and URL depth to rerank search results for a topic distillation task, or a broad
topic-finding query in general.

Although we were able to demonstrate large improvements by using query-
dependent outdegree, there is still much room to further boost search results. The best
performing combination of external evidence still only led to around one fifth of queries
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having their performance improved. A substantial gap between our best results and
the optimal performance possible on each run remains. Moreover, the currently used
approach of reranking a search results list returned for an initial query is limiting, in
that if the initial set of results includes few relevant documents, then the incorporation
of even the best possible external evidence will lead to limited improvements in effec-
tiveness. In future work, we therefore plan to consider query expansion techniques, in
particular the identification of terms that are useful for topic distillation searches in
general.

Our findings are also limited by the test collections. The .GOV collection used in
this study is a partial crawl of Web pages from the .gov domain. Further study
is required to analyze whether the .GOV collection is representative of the whole
Web, and whether we can generalize the findings from this study to full-scale Web
search. We believe this future study is feasible with the TREC 2009 ClueWeb
dataset.
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