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Abstract

When tracking in a particular environment, objects tend to
appear and disappear at certain locations. These loca-
tions may correspond to doors, garages, tunnel entrances,
or even the edge of a camera view. A tracking system with
knowledge of these locations is capable of improved ini-
tialization of tracking sequences, reconstitution of broken
tracking sequences, and determination of tracking sequence
termination. Further, knowledge of these locations is use-
ful for activity-level descriptions of tracking sequences and
for understanding relationships between non-overlapping
camera views. This paper introduces a method for simul-
taneously solving these coupled problems: inferring the pa-
rameters of a source and sink model for a scene; and fix-
ing broken tracking sequences and other tracking failures.
A model selection criterion is also explained which allows
determination of the number of sources and sinks in an en-
vironment. Results in multiple environments illustrate the
effectiveness of this method.

1. Introduction
Given an unoccluded, far-field view of an air field (see Fig-
ure 1(a)), an effective tracking system could benefit from
the knowledge that a previously untracked object should ap-
pear near the edge of the camera’s field of view and that the
object should be continuously tracked until it again reaches
the edge of the camera’s field of view. Automatically es-
timating these locations for more complex scenes can aid
in initialization of tracks, termination of tracks, and re-
establishing correspondence after tracking failures. Further,
the understanding of where objects enter and exit a scene
is an important element of activity understanding and in
learning relationships between tracked objects across non-
overlapping fields of view.

We will refer to locations where objects appear in a scene
as tracking sources and will refer to locations where object
disappear from a scene as tracking sinks. Most scenes con-
tain multiple sources and sinks. These can correspond to:
doorways, tunnel entrances, buildings and occlusion bound-
aries resulting from buildings, trees, newly introduced ob-

(a) (b)

(c) (d)

Figure 1: This figure shows four scenes. The airfield (a) is
the only example of an open, unoccluded view of a large
area without regular occlusions. In the other examples,
there are many locations where objects may enter or leave
the scene.

jects, dirty lenses, or other physical structures. Sources and
sinks may also result from regularities in appearances and
disappearances that correspond to regularities in object be-
havior rather than corresponding to constrained entrances
and exits of an environment.

In principle, an object should be tracked from the time
it enters a scene to the time it exits, but inevitably track-
ing failures will result from object interactions, object oc-
clusions, scene clutter, objects remaining stationary for ex-
tended periods of time (e.g., parking cars), or any of a num-
ber of short-term tracking failures.

Figure 1 shows some example scenes. While some of
the source and sink locations are obvious, some sources
and sinks cannot be manually specified given only the static
images. In cases of occlusions, visually non-discriminant
sources/sinks, and regularities in entry and exit locations
that are only evident in the actual tracking data, it is simply
not possible for a human to manually specify this informa-
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tion from a static image of the scene. Thus, inferring the
sources and sinks for a site directly from tracking data is
required.

If tracking sequences were unbroken, this estimation
would be reasonably straightforward. Unfortunately, track-
ing sequences are often broken due to short occlusions,
object interactions, newly introduced objects, and various
short-term tracking failures (often due to lighting varia-
tion). As stated earlier, “stitching” these “broken” tracks
together can be improved by knowledge of tracking sources
and sinks in a particular environment.

This paper introduces a method for simultaneously solv-
ing the “track stitching” problem and the “source/sink”
problem. It iteratively refines its estimate of the track
correspondence (given its source and sink models) and its
estimate of the source and sink models (given its corre-
spondence estimate). By solving these two problems, this
method both improves our tracking and estimates the likeli-
hood of tracking sequences originating and terminating at
each location in the scene. Further, our method clusters
these source and sink events and estimates the most likely
number of clusters. The resulting model describes regulari-
ties in source locations, sink locations, and source-sink tran-
sitions expected within a scene. Results for many different
scenes are used to illustrate the robustness and generality of
this approach.

2. Prior Work

In environments where objects move predictably without vi-
sual interaction with other objects and without significant
occlusion, tracking can be accomplished very effectively.
Unfortunately, there are very few such environments. Gen-
erally, objects being tracked will exhibit erratic or miss-
ing observation likelihoods for short periods intermittently
throughout their existence in a scene. Complex tracking
mechanisms have been established to improve determina-
tion of which observations correspond to which tracked ob-
jects on a frame-by-frame basis in such cases.

Multiple Hypothesis Tracking (MHT) is a common ap-
proach to temporarily deferring a correspondence decision
during ambiguous tracking situations. Condensation is an-
other approach to this problem[2]. Because these online
method require culling of unlikely hypotheses they have a
certain salient time window in which a decision about cor-
respondence or new object initiation will be made. In prac-
tice, this window is usually fairly short and it is difficult
to determine the right correspondence between lost objects
and newly found objects without making false associations.

Tuning a tracking system to be very unlikely to make
false associations will result in a system that tracks all ob-
jects reliably when they are moving predictably but will
break tracks when, for one reason or another, the objects’

characteristics are erratic. We call the short single-identity
tracks tracklets. A second pass system can take advantage
of more complete information when establishing correspon-
dence between these tracklets. Huang and Russell [1] and
Pasula et al. [5] discussed establishing correspondence for
tracked objects that pass between cameras. We implement
a similar pairwise assignment estimation for (potentially in-
complete) tracking sequences within a scene. Our model
not only improves tracking in the scene, but results in a con-
cise model of activity for the scene.

Johnson and Hogg [4] clustered distributions of object
trajectories. The resulting model included hundreds of clus-
ters of object trajectories. Stauffer and Grimson [6] esti-
mated a hierarchy of similar distributions of activity based
using a co-occurrence clustering. Though both of these sys-
tems learned clusters corresponding to similar activity, they
describe an object’s entire path through the environment.
Our system builds separate models of the entrances and ex-
its from the environment. This factored representation al-
lows reasoning about paths with similar source or sink char-
acteristics.

Ivanov et al. [3] hand-coded source and sink models for
use in high-level event reasoning. This enabled them to dif-
ferentiate a person who entered the scene unaided verses a
person being dropped off by a vehicle. This work reliably
estimates these source and sink locations without manual
intervention. Further, it uses these source and sink locations
to improve tracking correspondence within a scene. The re-
sulting system both tracks more reliably and enables a de-
scription of the activity in the environment that was not pre-
viously available. This model of activity can enable descrip-
tion of tracking sequences, scene-level statistics, and learn-
ing tracked object transition models from scene to scene.

3. The Tracking Correspondence
Model

Tracking correspondence refers to the task of determining
when multiple observations or observation sequences (pos-
sibly from multiple sensors) correspond to the same object
in the world. There are many levels of tracking correspon-
dence modelling from frame-to-frame correspondence to
correspondence across disparate camera views. Our system
assumes that a conservative frame-to-frame correspondence
has been performed resulting in observations sequences, or
tracklets. By conservative, we mean that the cost of false
tracking associations is very high relative to the cost of bro-
ken tracking sequences. The conservative tracker will be
more likely to result in broken tracks if a tracked object al-
ters speed, direction, location, or size dramatically or short
periods of missed detections are experienced.

Given a set of (possibly “broken”) tracking sequences
S = {S1, S2, ..., Sn} where each track is a sequence of li
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observed state estimates, Si = {si(1), si(2), ..., si(li)}, the
goal of tracking correspondence is to estimate the ideal cor-
respondence matrix, Γ∗, such that

γ∗

ij =

{

1 Si and Sj correspond to the same object
0 otherwise.

(1)
We do this by first estimating the transitional correspon-

dence matrix, simply Γ, where γij = 1 iff γ∗

ij = 1 and Sj

is the first corresponding instance to occur after Si. An es-
timate of the ideal correspondence matrix can trivially be
computed from Γ. We define a pairwise transition likeli-
hood matrix, T , such that Tij = p(γij = 1|S).

We will use an optimal pairwise assignment approach to
find the most likely Γ. Huang and Russell [1] estimated a
correspondence matrix with m observations from one cam-
era (represented by rows) and n observations on a second
camera (represented by columns). In order to explain ob-
jects that were missed in either scene or did not appear se-
quentially in both, they introduced hypotheses for appear-
ance events α and disappearance events ω with a uniform
likelihood. Thus, their likelihood matrix was

T =













t11 t12 ... t1n tω
t21 t22 ... t2n tω
... ... ... ... ...

tm1 tm2 ... tmn tω
tα tα ... tα 0













(2)

where tij is the likelihood that Si and Sj were sequential
observations of the same object, tα is the likelihood of a
new object appearing, and tω is the likelihood of an object
disappearing. The α-events and ω-events are sometimes re-
ferred to as null events because they correspond to nonde-
script or unexplained events. If any tracklet has no possible
transition with a likelihood greater than tω, it will gener-
ally be assigned to that termination event rather than a very
unlikely correspondence.

Given the [m + 1] by [n + 1] transition likelihood ma-
trix, Huang and Russell used a Markov Chain Monte Carlo
method to estimate the optimal pairwise assignment 1

Γopt = argmax
Γ

∏

i,j

(Tij)
γij (3)

where each of the first m rows and n columns Γ must con-
tain only one assignment, e.g.,

∑

i γij = 1∀ j ∈ [1, m] and
∑

j γij = 1∀ i ∈ [1, n]. Simply put, the appearance and
disappearance of every object must be explained as either
corresponding to another sequence or corresponding to an
origination or termination “null” event. Any γij in the mxn

1Equation 3 is usually written as a sum of costs rather than the product
of likelihoods. We use this dual representation because it is more intuitive
and doesn’t require inference of a cost from the likelihoods we compute.

sub-matrix that is one represents a transitional correspon-
dence and thus reduces the number of sequences in the set
by one. The last row represents objects entering the envi-
ronment and the last column represents objects leaving the
environment.

3.1. Track “Stitching”

Our approach differs significantly from Huang and Rus-
sell. First, our primary type of correspondence results from
tracking failures within a scene. Because our assignment
problems are temporally-localized, the space of valid solu-
tions is limited, Thus, we use the standard Hungarian algo-
rithm2 for optimal assignment.

We also represent all occurrences in the same matrix.
Given n tracking sequences, our nxn transition matrix con-
tains all pairwise transition probabilities. Most do not have
to be computed: γii = 0 because an object cannot transi-
tion to itself; γij = 0 for objects that leave a scene and are
known to not re-enter; and γij = 0 if Sj occurred before Si.

Many types of first-order knowledge of the transitions of
objects in the scene can be represented in this tracking cor-
respondence matrix. For instance, in Huang and Russell’s
experiments: all objects in the first camera were necessarily
new objects; all objects in the last camera would not reap-
pear; no object from the last camera on the highway would
backtrack to the first; and each camera produced a single
unique occurrence for each vehicle it detected. This for-
mulation is general enough to allow inclusion of frame-to-
frame correspondence, stitching correspondence, and over-
lapping camera correspondence.

Finally and most importantly, our model includes likeli-
hoods of sources and sinks that are dependent on the begin-
ning and end state of each sequence and can include multi-
ple source/sink explanations. This formulation can include
any number of sources, {α1, ...αkα

}, and any number of
sinks, {ω1, ...ωkω

}3. Thus,

T =





















t11 t12 ... t1n t1ω1
... t1ωkω

t21 t22 ... t2n t2ω1
... t2ωkω

... ... ... ... ... ... ...

tn1 tn2 ... tnn tnω1
... tnωkω

tα11 tα12 ... tα1n 0 0 0
... ... ... ... 0 0 0

tαkα1 tαkα2 ... tαkα n 0 0 0





















(4)
Figure 2 shows an example scene with four tracking se-

quences, two sources, and two sinks overlaid. Table 1 shows
an example T matrix for that problem. Though timing in-
formation is not shown, assume each of these sequences

2The Hungarian algorithm is also referred to as the Munkres Algorithm.
3We chose α (alpha) and ω (omega) to signify sources and sinks re-

spectively
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Figure 2: This figure shows a scene with two source loca-
tions and two sink locations. Four tracking sequences are
overlaid. S1 and S2 are from the same object while S2 and
S3 correspond to separate objects. Table 1 shows an exam-
ple T -matrix for this situation as well as a the maximum
likelihood assignment.

S1 S2 S3 S4 ω1 ω2

S1 0 0.4 0 0 0 0
S2 0 0 0.6 0 .9 0
S3 0 0 0 0 0 .85
S4 0 0 0 0 .06 .02
α1 .8 0 0 0 - -
α2 0 0 .7 .6 - -

Table 1: This table shows example likelihood estimates for
the scene shown in Figure 2. The optimal assignment has
been highlighted.

occurred shortly after the previous one. The optimal as-
signment defined by Equation 3 (highlighted in bold face
font) corresponds to the most likely interpretation: S1 and
S2 were the same object, which started at source α1 and
ended at sink ω1; S3 began at source α2 and ended at sink
ω2; and S4 began at α2 but had no likely sink assignment.
Future tracking sequences may provide a more likely ex-
planation of the disappearance of S4, increasing the overall
assignment likelihood.

If no likely explanation is found for S4, it can be tagged
as an anomaly or explained by a compound event. One ex-
ample of a compound event is a pedestrian being picked
up by a car. Events like S4 often have important semantic
meaning.

3.2. Estimating Sources and Sinks
If the only goal of this system is to estimate the likelihood
that a tracked object corresponds to a new object or that
an object has left the scene, all that would be required is
an estimate of the probability that the first element of a se-
quence si(1) resulted from a new object (P (γαi = 1|si(1)))
and an estimate of the probability that the last element in a
sequence si(li) was a departure from the scene (P (γiω =
1|si(li))). Any model that provided these densities would
enable effective stitching. These densities could be pro-
vided by an oracle or estimated from unbroken tracking se-
quences.

As stated earlier, we would like to build a descriptive
model of the activity in an environment, i.e., if an object en-
ters through the west door, it always exits though the south
entrance. In the interest of descriptive power and enabling
higher-level tasks, we desire a more articulated representa-
tion.

While any model that can provide estimates of the like-
lihood of the source and sink states could be employed, we
use a two-state hidden-state model. The first state corre-
sponds to source events and the second represents the sink
events. Thus, our models parameters are the number of
sources kα, the number of sinks kω, and the parameters of
the hidden-state model

θ = {wα, θα, θt, θω} (5)

where wα is the probability of the starting states, θα repre-
sent the parameters of the source models, θω represent the
parameters of the sink models, and θt represent the transi-
tion likelihoods. The hidden states have Gaussian output
probabilities.

This model is similar to a Hidden Markov Model
(HMM) except all sequences are of length two and the state
model is not shared across time. Thus, one can estimate
the model parameters that correspond to a local maxima the
likelihood of the observed data given the number of sources
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and sinks using standard EM estimation, approximating

θ∗ = argmax
θ

[p(S|θ, kα, kω)] (6)

where S is the set of all sequences {S1, S2, ..., SN}. The
only two states in each sequence that factor into this model
are the initial state and end state, si(1) and si(li) respec-
tively.

3.3. Iterative optimization
As stated earlier, correspondence errors will result in an
incorrect source/sink model and an incorrect estimate of
sources and sinks will result in poor correspondence. To
solve this problem for a particular number of sources and
sinks, we iteratively estimate the source/sink model and the
assignment as follows.

• Setup T.

– Estimate the likelihood of all valid sequence-to-
sequence transitions.

– Estimate the initial parameters of models and
compute source and sink likelihoods.

• Iterate.

– Perform the optimal assignment.
– Stitch together any tracks that have been mutu-

ally assigned (reducing or increasing the number
of source/sink observations).

– Estimate the new maximum likelihood parame-
ters of the source and sink model.

– Calculate the new likelihoods for each source and
sink state under each model.

Initially, the beginning and end states of broken tracks
will affect the estimated parameters of the model. But as
the highest likelihood transitions are assigned, regions with
broken tracks with reasonable corresponding tracks tend to
have a lower and lower likelihood of resulting from sources
and sinks. Eventually, this results in a better assignment
than is possible under a single, scene-wide appearance and
disappearance likelihood. Some results are shown for three
scenes in Figure 3.

3.4. Model selection
Thus far, we have assumed that the number (and distribu-
tion type) of the sources and sinks are known. To deter-
mine the maximum likelihood number of sources and sinks,
{k∗

α, k∗

ω}, one could marginalize out the parameters of the
model over all possible models for each setting of {kα, kω}.
Thus,

{k∗

α, k∗

ω} = argmax
kα,kω

[
∫

θ

p(Si, kα, kω, θ)

]

. (7)

(a)

(b)

(c)

Figure 3: This figure shows the maximum likelihood posi-
tions and variances for the source and sink models for three
scenes, given the number of source and sink models. Scene
(a) shows two sources and two sinks for a section of hall-
way. Scenes (b) and (c) show three sources and sink models
for scenes with mostly road traffic. Section 4 details how
this models were arrived at without any operator interven-
tion.
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Because, this space of models cannot be efficiently sam-
pled, we approximate it using the likelihood of the data
under the maximum likelihood parameter estimate of the
model for each number of sources and sinks (θαω).

{k̂α, k̂ω} = argmax
kα,kω

[p(Si, kα, kω, θ
αω)] (8)

= argmax
kα,kω

[p(Si|θ
αω

, kα, kω)p(θαω
, kα, kω)] (9)

= argmax
kα,kω

[p(Si|θ
αω

, kα, kω)p(θαω)p(kα, kω)](10)

= argmax
kα,kω

[p(Si|θ
αω

, kα, kω)p(kα)p(kω)] (11)

We assume a non-informative prior on the likelihood of model pa-
rameters p(θαω) and assume that the likelihood of the number of
sources, number of sinks, and the state model parameters are in-
dependent.

For p(kα) and p(kω) we use an exponentially decreasing like-
lihood with a single decay parameter. This penalizes models
with larger numbers of sources and sinks in a uniform man-
ner. This heuristic is analogous to minimum description length
(MDL). If site-specific knowledge was available, a better estimate
of p(kα, kω) could be used. For instance, if all cameras were view-
ing short sections of hallways, one might expect a high likelihood
of two source and two sinks. If all cameras were omni-directional
cameras viewing entire offices, one might expect a high likelihood
of one source and one sink.

Repetitive clutter can often result in tracking sequences that be-
gin and end at the same location. These tracking sequences can of-
ten account a significant portion of the tracking data. For instance,
a tree waving in the wind may produce tens of thousands of tracks
in a single day. Fortunately, a local, repetitive clutter sources will
usually result in a single pair of co-located source and sink. Clut-
ter that is not local and cannot be filtered based on duration or size
as well as events that do not correspond to regular entry and exit
behaviors will be associated with the nearest source or sink model.

4. Results
Figures 4-6 show the models estimated from tracking data in 3
different scenes using the same prior likelihood on the number
sources and sinks. Each of these figures corresponds to that of
Figure 3(a)-(c) and includes: the source and sink models for all
number of sources and sinks up to five sources and five sinks;
the likelihood of the data under models with the corresponding
number of sources and sinks; and the tracking data that moved
from each source location to each sink location for the model with
{k̂α, k̂ω}.

In the case of the indoor scene (Figure 4), two source and sink
models were found. This is not surprising since the scene is a
hallway with two entry and exit points. This scene also contains
a water cooler and refrigerator on the right side. As seen in the
bottom of that figure, most of the traffic is pass-through traffic
(entering on the left and leaving on the right or vice versa) shown
in the upper left and lower right. The attractions on the right side of
this area is the reason for most of the additional traffic. The lower
left activity trace shows a few people leaving the office (on the
right) to get beverages and returning. The upper right shows many
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Figure 4: This figure shows the model parameters (top) and
likelihoods (middle) of those models for different numbers
of sources and sink for an indoor scene with two sources
and two sinks. The bottom figure shows only the tracking
data classified under each source and sink pair for the model
maximized the likelihood of the data (k̂α = 2, k̂ω = 2). See
text for further description.
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Figure 5: This figure shows same information as Figure
4 for an outdoor scene with three primary points of entry
and exit. The maximum likelihood model contained three
sources and three sinks. See text for further description.
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Figure 6: This figure shows same information as Figure 4
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exit and additional tracking clutter. See text for further de-
scription.
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people entering on the left and leaving on the left after getting
beverages from the cooler.

In the case of the second scene (Figure 5), three sources and
three sinks were found. The top column corresponds to traffic ex-
iting “south”. The middle column corresponds to traffic exiting
“west” and to the parking garage. The bottom column corresponds
to traffic exiting “north”. The rows correspond to traffic entering
from the “north”, “west”, and “south” respectively. As expected
most of the traffic is pass-through, though some individuals back-
tracked after moving into the scene. The final scene shows qual-
itatively similar results to the previous scene. In this scene, it is
evident that there is a particular type of pass-through behavior that
is dominant.

For all three scenes, the stitching was significantly more ro-
bust given the entry and exit likelihoods. The primary difficulty
was broken tracks near sources and sinks, because they had a high
likelihood of being an enter/exit behavior. Fortunately, these short
tracks can often be filtered without greatly affecting the interpreta-
tion of a sequence. Whereas, long tracks broken mid-way through
a scene would be interpreted as two separate individuals (and be-
haviors).

5. Future Work
There is more work to be done in this area of research. This paper
only describes qualitatively the effectiveness of the stitching. In
the future, a thorough quantitative analysis of the effectiveness of
the stitching would give a better understanding of its benefits.

Usual behavior should have a high likelihood under this model.
Tracking sequences that begin and end at doors or the edge of the
camera view generally have a high likelihood under this model.
Correspondence of tracks that disappear for a short time and reap-
pear also have high likelihood under this model. But an object that
appears or disappears in an extremely uncommon location can be
characterized as extremely unlikely. This type of anomaly is par-
ticularly interesting to tracking applications. They could corre-
spond to someone falling into a well, someone hiding behind a
bush, or people exiting through a fire door. For instance, knowing
that an object is “lost” or “found” rather than having left or en-
tered a scene has also been shown to be important information for
high-level activity reasoning [3].

Our scenes contained only 400-1100 tracked objects in the hour
or day of each experiment. A method for online estimation of
larger scale tracking correspondence problems would be extremely
useful.

Finally, this technique opens the door to some higher-level
scene understanding problems. For instance, tracking correspon-
dence across non-overlapping scenes is easier given models of en-
tries and exits from each scene. Finally, higher level reasoning
about the type of scene given its source/sink topology may enable
one to quickly estimate scene context.

6. Summary and Conclusions
This paper introduced a method for simultaneous stitching to-
gether broken tracking sequences while estimating source and sink
models for an environment. Both of these tasks are done reason-
ably reliably without human intervention. Results are shown for

many different scenes given the same model priors. The stitching
is more effective than given a non-informative prior on appearance
and disappearance likelihoods. The scene-level activity models ef-
fectively characterize the major entry and exit points of a scene.
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