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Introduction

The problem

Achieve low latency: large result caches

Problem: cache entries may become stale

Freshness

Not eviction policies, but the ability to cope with changes to
the index
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Introduction

They propose:

A novel algorithm to set cache entries to expire

Heuristic that combines the frequency of access with the age
of an entry in the cache

Refresh rate: mechanism that takes into account idle cycles
of back-end servers

Results: using a real workload, the algorithm can achieve hit
rate improvements as well as reduction in average hit ages
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Problem Statement

Result Caches

Result Caches

Crucial performance components

to reduce the query traffic to back-end servers
to reduce the average query processing latency

Query frequencies follow a power-law distribution ⇒ result
cache implementations in practice can achieve high hit rates

The problem is not memory space! (time to process a query
on a search cluster ≈ time to fetching from disk)
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Problem Statement

Freshness

Freshness

Significant fraction of previously computed results in the
cache become stale over time

The freshness problem becomes more severe as the cache
capacity increases
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Problem Statement

Freshness

Solutions

Invalidate entries over time

Two possible approaches for cache invalidation in this context:

1 coupled difficult to realize in practice
2 decoupled using a time-to-live (TTL) value

The engine is often not processing queries at full capacity

They can exploit idle cycles to re-process queries and refresh
cache entries
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Motivating The Cache Design

Query Log

Query log obtained from the traffic of the Yahoo! Web search
engine

130,320,176 queries

65,100,647 unique

Nine consecutive days of operations

49,679,763 singleton queries

Most frequent query appears 372,447 times
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Motivating The Cache Design

Cache Capacity

Hit-rate increases as they keep more entries in the cache

Practical result caches in large WSE perform approximately as
infinite cache

Problem! the freshness of results determines the quality
perceived by users

Freshness is an issue even for small caches!
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Motivating The Cache Design

Average age of a hit: thit − tupdate
Freshness problem is more severe with the infinite cache

After nine days, the average age of a hit on the infinite cache
becomes about 5.6 days

The following experiments assume an infinite cache
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Motivating The Cache Design

Flushing

Flush the content of the cache and re-warm it from scratch
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Motivating The Cache Design

But...

...it can lead to significant degradation of hit rates due to
many compulsory misses

High query traffic to the back-end search clusters
Deep impact on result quality



A Refreshing Perspective of Search Engine Caching

Motivating The Cache Design

Time-to-live

Time-to-live

Amount of time the search engine is allowed to serve a given
entry from the cache

An entry is said to be expired if tcurrent − tlast update > tttl
Every hit on an expired entry is treated as a miss

This approach sets an upper-bound on the age of a hit

Does not prevent the search engine from serving stale results!

Not optimal, but easy
to implement

Problem: Negative
impact of expired
entries on hit rate
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Motivating The Cache Design

Refreshing

Refreshing

Idea: use idle cycles of the back-end query processors to
refresh expired cache entries

Two major benefits:

1 Increase hit rates by reducing the number of misses due to
requests on expired entries

2 The number of user queries hitting the back-end search
clusters drops

A refresh mechanism requires a policy to select entries to
refresh and order them

MAX Hit rate + MIN Average age

Several possible criteria for selecting: frequency of the query,
recency of the query, cost of processing the query at the
back-end, and the probability of a change in the cached
results.
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Refresh Strategy

Selecting queries to refresh

Selection queries to refresh

They chose to give higher priority to ”hotter” and ”older”
queries

Two-dimensional bucket array, to keep track of temperature
and age

T Number of temperatures buckets, A Number of age buckets

The hottest temperature and the freshest age are both zero.

1 they initially add a query to bucket (T − 1, 0)
2 they increase the age of cached entries by shifting the buckets

along the age dimension as times elapses

They determine the interval between age shifts using two
input parameters:

1 The number of age buckets A
2 Number of singleton requests
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Refresh Strategy

Selecting queries to refresh

They adjust the temperature according to the frequency of
occurrence

Lazy update → they recompute the temperature of a query
upon either a hit or a refresh attempt

How to select queries to refresh? they use a policy that
selects hotter and older queries first

1 For every temperature τ and age α, compute the value of
s = (T − τ)× α

2 Order buckets according to decreasing order of the value of s

How many queries to refresh at a time?
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Refresh Strategy

Selecting queries to refresh

Refresh-rate adjustment

Latency is the main guidance in cache refresh rate adjustment

Average latency (tick latency) is generated after every tick

For every cache node, they have an expected latency range,
[L · · ·H]

Target number of queries, T = User queries + Refresh queries
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Cache Evaluation

Simulation parameters

Infinite cache

8, 16, and 24 hours for the TTL values

Number of refreshes: PST1 - Incoming query rate

MRA minimum refresh age. Depends on the TTL parameter
and equals to TTL/2, TTL/4, or TTL/8.

1peak sustainable throughput
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Cache Evaluation

Baseline algorithms

Baseline algorithms

Simple refresh algorithm: which seeks in the LRU queue the
entries stored longer than MRA.

Three issues:

1 LRU queue grows: some entries are never refreshed
2 Traversing the entire LRU queue is too costly in practice
3 Most entries right after the head are unnecessarily scanned

many times since they are either fresh or have been just
scanned

A slight change: cyclic refresh, a scan continues from where
the previous scan terminated

Baseline:

1 cyclic refresh algorithm (cyclic refresh)
2 TTL-based algorithm with no refreshes (no refresh)
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Comparison

Comparison
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Comparison
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Production experience

Production experience

3 days

The absolute difference is higher than 10% at several points

The average hit rate with and without refreshes is 49.2% and
41.0%

The TTL they use for these nodes is 18 hours and the average
hit age with and without refreshes is 411.8 and 362.3 minutes
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Production experience

Observations

1 Hit rate difference between refreshing and not refreshing is
between 7% and 10% in production and at most 5% in our
simulations

2 Hit ages are higher when refreshing in production due to more
conservative refreshing (it is possible to reduce the average hit
age by refreshing more aggressively)
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Production experience

Degradation

Degradation

Back-end nodes may experience workload spikes due to
various unpredictable reasons

Based on the degree of degradation, they can find suitable
TTLs for cache entries such that results with a lower degree
of degradation receive a longer TTL

Results with a high degree of degradation are given a higher
refresh priority
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Conclusions

Conclusions

New problem: keeping cached results consistent with the
search engines index while sustaining a high hit rate

Flushing the cache is not efficient and they propose a
TTL-based strategy to expire cache entries

TTL parameter improves the average hit age with a loss in hit
rate

To improve hit rate and freshness, they introduce a refresh
mechanism based on access frequency and age of cached
entries
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Conclusions

Thank you
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