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Abstract We live in a world where information flows very rapidly and people be-
come aware of events on the other side of the world in a matter of seconds; this
a consequence of the globalized, fully-connected world we live in. Information
spreads via many different channels, but more recently we have witnessed the birth
of the information-over-online-social-network phenomena. This means that more
and more people get their news from online social networks such Facebook and mi-
croblogs such as Twitter. Yet, another source of information are weblogs (or blogs).
Bloggers (people who write to blog or own a blog) are capable of influencing a lot of
people and they even tend to be sources of information to mainstream news media.
This paper delves into an issue relating to the ability of information to spread, but
instead of tracking information itself, we look at the infrastructure that is in place
linking blogs. We argue that the structure itself is an enabler or disabler of informa-
tion spread depending on a categorization. This paper categorizes blogs and studies
the level of overlap between these categories.

1 Introduction

How fast does information spread on today’s connected world? Although this is
hard to measure there have been attempts. Clark [7] has provided a table in his
book that shows how fast information used to spread in the 19th century. In one
of his examples he argues that it took 17 days for the information about the Battle
of Trafalgar (1805) to arrive in London. He argues that since the battle took place
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approximately 1,100 miles away, the information travelled a mere 2.7 mph. The
information about the assassination of Lincoln (1865) took 12 days to reach London
from Washington DC leading to the conclusion that the information travelled around
12 mph. If we apply Clark’s approach to today’s world the results are staggering.
The 2008 Sichuan, China earthquake was made known on Twitter (in English) about
8 minutes after the event. This means that someone in London would have seen this
soon after that. Since Sichuan is 5,100 miles away from London one can conclude
that the information travelled at 38,000 mph!

Regardless of the numbers, what all the accounts above have in common is that
information spread through a medium. There must be a framework in place that
enables the spread. In the 19th this structure was probably messagers carrying the
information with them in the form of letters or even carrier pigeons sent back and
forth. Today however the infrastructure consists of online social networks, blogs
and micro blogs. There are many works on the spread of information in micro blogs
[13, 12] and online social networks [4, 5] but not much discussed with regards to
the hindrances that could be imposed by the structure itself.

1.1 Motivation

The study of information diffusion is an active research topic with many works
available in the literature [13, 6, 12], yet these works do not address the issue of
connectivity of the infrastructure where the information is stored. We are familiar
with the work on the connectivity of the Web [2] and its characteristics, but in the
context of blogs we have one extra layer, the “topic” of discussion of that blog. We
pose a basic question here: how much hindrance can the topic be to the connec-
tivity of the blogosphere? To answer this question we look at how these topics are
connected and at what level.

Blogs form an integral part of World Wide Web. Though blogs are not as popular
as other social networks such as Facebook and LinkedIn, they are an essential source
of information to many people in the world. Bloggers (writers of blogs) collect news
from all over the world and post them to their blogs to attract readers. The collection
of blogs enables readers to read information from news-oriented blogs instead of
going through news channels or newspapers.

The connectivity of blogs in the blogosphere (a network of blogs) can tell us more
about the diffusion of information in networks because the structure is a necessary
condition for the diffusion. The structure of the blogosphere refers to the links or the
connections between blogs. Readers can reach a blog in two ways: either by using
search engines, or by following links available in other blogs (hyperlinks).

We hypothesize that although blogs are organized in categories that connect well
to each other to form a single network. Additionally we want to verify how orga-
nized the blogosphere is with regards to categories. We believe the organization
should be inherent to the structure because it allow us to navigate between blogs
more easily; it is logical to believe the blogs discussing politics, for instance, con-
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tain links to other political-oriented blogs. If this is the case the blogosphere would
have sections similar to a local newspaper. Newspapers contain information about
many subjects including sports, politics and science. These subjects are very well
organized within sections of the newspaper. Hence, it is very easy for a reader to
find the information they are seeking. Additionally, the sections tend not to link to
each other—one may read the sport section of a newspaper and never know what is
happening in the political scene. Is this separation present in the blogosphere? and
to what extent? This is the subject of this paper.

2 Related Works

There have been many works related to the blogosphere, although none looked at the
issues of categories. Devezas et al. [9] studied blog features based on the popularity
of links. They worked on the Portugese blogosphere. The dataset was collected from
SAPO, a Portuguese internet service provider. The study was aimed at understand-
ing the characteristics of the Portugese blogosphere such as the length of posts, and
posting frequencies. There were about 70,000 blogs and more than 400,000 links
in the network that was used. The study was also made to analyze the features of
highly-cited blogs, less-cited blogs, and posts in blogs over the years. It was found
that links of a blog with other blogs increase by 17.88% per month, demonstrating
the role of blogs as information source to many people and also that these people
carry information from blog to blog. It was found that the blogs that frequently form
links with other blogs are highly cited. The evolution of new words or posts decrease
when the blogs become less cited. This proved a relation between post length and
citation. The blogs which have more content are more cited.

Cointet and Roth [8], in their work on social and semantic aspects of blogs,
looked at the formation new connections among blogs. The statistics of a blog deter-
mines its cognitive attributes and the information that flow through it. By studying
the cascade patterns of a blog, one can analyze its spread of influence. Cascade study
considers chains of posts made by the bloggers in the path of information flow. The
study was done on a dataset of the “PresidentialWatch08” project which is a small-
to-medium sized network of 1,066 blogs and 229,736 total edges which consists of
repeated and non-repeated edges. This study revealed that the textual contents that
a blogger uses are mostly the issues he likes to discuss and hyperlinks are digital re-
sources that are related to such discussion. It is further observed that the immediate
neighborhood of a blog is semantically very close to the overall semantic distance
between other pairs of blogs in the blogosphere. So a blogosphere has a strong
homophily and dynamic nature. This work seems to indicate a tendency towards
clustering around what we call “categories” but the connectivity among categories
is not studied.

Qureshi et al. [15] wrote an algorithm to find clusters based on topics of discus-
sions in the blogosphere. Topic cluster refers to blogs sharing the same interest. It
analyzes hyperlinks and content in the blogosphere. Once the topics are identified,
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they are ranked according to their influence in the network. The metric which had
been used to rank the topic based clusters is called “Topic Discussion Rank”. An-
other metric, “Topic Discussion Isolation Rank,” had been used to identify cluster.
Usually bloggers of a particular interest discuss the topic of interest in their blog
posts. They also get linked to other blogs of similar interests. Eventually they form
a cluster of blogs of similar interests that discuss particular topics. Extracting blog-
gers who are interested in a particular area is of great importance in the information
retrieval research. In this work, the interest of a blog was determined by three di-
mensions: occurrence of a particular word in the posts, number of posts, and parts of
speech of the words. To analyze properly, a natural language processing technique
had been used. For example, if the word “democracy” is searched, the adjective
“democratic” and the adverb “democratically” were also considered.

3 Building Blog Networks

Recall the main issue we deal in this paper is the possible link between blog cate-
gories. In order to understand how this connectivity can take place we show a toy
example in Figure 1. The figure shows the evolution of the connectivity between 3
blogs from 3 different categories: sports, politics and religion. In the figure, each
column represent a snapshot in time. Initially we have 3 blogs with 3 bloggers writ-
ing posts to them. At this stage the three blogs do not link to each other. Now at
step 2 (column 2 in Figur 1) we have “Blogger 2” read something on the sports blog
and post about it on his politics blog along with a link to the original post in the
sports blog; this is represented in the second column of Figure 1. After the post, the
politics blog contains a hyperlink to the sports blog (column 3 in Figure 1). Also
on column 3 we have “Reader 2” and “Reader 3” posting something to the sports
blog that they read from politics and religion blogs respectively. After all is done
the sports blog contains a link to the religion and the politics blog (fourth and last
column in Figure 1. Although a simple example, we can see that over time, blogs
may start connecting to each other. It is not a hard exercise to understand that what
is described here can easily happen in the real blogosphere.

Next we had to decide on a dataset to work on. There are many blog hosting
sites, such as Blogspot, Slashdot, WordPress, Gizmodo, and others. Among them,
Blogspot and WordPress are the most common. We decided to go with Blogspot be-
cause we believe it to be the most diverse and Google has a good policy of removing
spam blogs from their servers. We built a network from Blogspot, where the nodes
are blogs and the edges are the connections between the blogs. Most blogs have
connections to favorites, and many of them are blogs hosted on the same domain.
Our network is built from these links. Figure 2 shows an example of these links.
“Hyperbole and a Half” is one of the best known blogs on Blogspot. In Figure 2 we
show a section of the blog with links to other places (also blogs).

We assumed that if two blogs connect, there is a chance of information exchange.
The first step was to collect our dataset. We started by defining some categories. We
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Fig. 1 The above network is an example of the formation of the blog network and the evolution
of links between blogs as a function of time. Bloggers are the people who write blogs and readers
are the people who read blogs (may also be bloggers). Readers my comment on posts placed by
bloggers and with this action add hyperlinks in one blog to another (last column in the figure).

Fig. 2 Blog “Hyperbole and a Half” and its section with links to other locations including other
blogs. The links are shown by the red arrow.

chose 12 categories that reflect general categories of newspapers or TV programs:
arts, business, cooking, education, finance, health, music, politics, religion, science,
sports, and travel. We then used Google itself to give us a list of the top blogs in
each category. We collected the top 10 blogs of each category from Google using
the search string site:Blogspot.com category where category is one
of the 12 listed above. We explored the blogs at different depths. By depth, we mean
the distance from the top 10 predefined blogs. We considered the top 10 blogs of
each category as depth 0. The blogs to which depth-0 blogs link are considered
as depth-1 blogs. Similarly, the depth-1 blogs link to blogs at depth 2. Our study
explored the blogosphere (network of blogs) until depth 4. One can make a general
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assumption that since the categories are independent of each other as we see in
newspapers or TV channels, there may be little overlap between the categories.

We created a Web crawler that, starting from the top 10 blogs given by the Google
search above, traverses the links all the way to depth 4 and link blogs as it crawls.
If the crawler finds a blog name that ends in blogspot.com in the body text of the
current blog, a link will be created from the blog being crawled to the other blog
found in the text. The new blogs that are collected, are in turn crawled and linked
to the blogs that are found in their posts, until we reach the desired depth. During
the crawling process, we also assigned the initial category as an attribute of every
reached site. That is, if a cooking blog is the starting point of the blog, “cooking”
will be used as an attribute of that blog and every blog reached from it. We use this
approach to measure the level of reach and overlap between the initial categories.

This assignment of categories to reach blogs is quite important to be understood.
Figure 3 tries to better explain what is taking place. The figure shows a sample with
3 starting points shown in colors. These starting points are categorized as Business
(B), Cooking (C), and Music (M). Once they are crawled the reached blogs are
categorized. For instance a blog with (M,C) indicates that it has been reached by a
music blog (M) and by a cooking blog (C) and hence is an overlap between these
two categories.

BUSINESS
(B)

COOKING
(C)

MUSIC
(M)

(B)
(B,M)

(M,C)

(C)

(M)
(B) (M,C)

Fig. 3 Picture depicts a simple example of what is done during the crawling process. Initial blogs
are pre-categorized and that category is transfered to every other blog they reach.

Our networks are directed (as shown in Figure 3) because direction represents the
true nature of the hyperlinks. Our networks are also weighted because it can help
us discover the highly interconnected nodes in the network. If an edge between two
blogs has a high weight, it means that there may be heavy exchange of information
between the blogs. The weight comes from the number of links of one blog found
in the currently-crawled blog. We crawled the blogs of the 12 categories and built
a network for each category. We studied the structures of all the networks to find
out if their characteristics differ. Regardless of the categories or depths, all our net-
works show similar characteristics. We will discuss the analysis and results of our
experiments in Section 4.
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While crawling the blogosphere, we came across many blogs that are common to
more than one category; the situation shown in Figure 3 was common. We refer the
common blogs as overlap blogs in our study. Overlap blogs are of particular interest
to us because they are the ones who play active roles in diffusion of information
over the barriers of categories. As we crawled Blogspot at increased depths, we
noticed that the overlapped blogs start connecting with each other forming a network
within a network. We concentrated on the overlapped blogs and extracted them from
the full network. The resulting network of only overlapped blogs is also very well
connected. We named this network of overlap blogs as the sink network.

4 Experimental Results

We examined primarily the overlap of blog categories but in this process we also
looked at the reachability of each category, and looked at the network properties for
each category, full, and sink networks.

4.1 Category Reachability

Table 1 shows the number of blogs we can reach at every depth. The reachability
of music blogs is really high at any depth; from 10 initial nodes, music blogs can
reach more than 190 thousand blogs at depth 4. The table also shows that the num-
ber of blogs in the sink network has a significant increase from depth 3 to depth 4,
almost like in a phase transition. We believe this is because the sink structure starts
connecting with other nodes in the network to form the giant component in the net-
work. Although further work would be necessary, we think that the high change is
a sign that in a few more depths one should be very close to having the giant com-
ponent equal to the size of the entire network. In our analysis, the giant component
starts to emerge in depth 3 and grows significantly at depth 4. We have not crawled
depth 5 because of lack of resources, at that level we need to wait for days to extract
the links since the number of blogs are in the millions.

We assume that we can reach every blog of the blogosphere at a certain depth. At
depth 3, the sink consists of about 13% of the full network and at depth 4, the sink
network consists of about 35% of the full network. Hence, the sink network seems
to converge towards the full network.

4.2 Network Measures

We have looked at some network measures for the networks we dealt with in this
paper; the results are presented in Table 2. Many of these measures are well-known
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Categories Depth 0 Depth 1 Depth 2 Depth 3 Depth 4

Arts 10 168 1,240 11,359 90,962
Business 10 45 173 240 10,182
Cooking 10 84 1,005 9,711 77,760
Education 10 76 514 4,301 34,076
Finance 10 22 94 361 1,252
Health 10 73 634 7,537 96,447
Music 10 527 6,783 38,120 194,607
Politics 10 52 639 5,625 63,326
Religion 10 32 410 4,344 22,623
Science 10 187 1,376 11,416 90,842
Sports 10 73 601 4,472 40,598
Travel 10 51 344 2,568 28,557

Sink network 0 17 506 11,233 148,218
Full Network 120 1,373 13,307 84,701 426,923

Table 1 Number of blogs that are reachable at every depth. We can see that the number of blogs
increase with the increase in the depth crawled. The full network is the total number of blogs
reachable in the Blogspot blogosphere. The number of blogs in the categories includes are only the
ones that can be reached by the initial nodes in that category alone.

in the literature. Newman [14] provides an extensive description of these measures
and how they are computed.

Network n m λin λout ` γ C

Arts 11,359 16,650 2.47 1.10 4.05 1.43 0.05
Business 240 345 2.11 0.96 2.30 1.28 0.06
Cooking 9,711 17,346 2.38 1.08 3.98 1.22 0.06
Education 4,301 6,508 2.07 0.86 3.63 1.20 0.06
Finance 361 522 2.33 0.73 2.55 1.30 0.07
Health 7,537 10,115 2.26 0.60 3.87 1.72 0.04
Music 38,120 118,720 2.05 1.45 4.58 0.76 0.08
Politics 5,625 9,026 2.13 0.78 3.87 1.25 0.05
Religion 4,344 6,633 1.78 1.02 3.63 1.20 0.04
Science 11,416 19,507 2.18 1.11 4.05 1.41 0.06
Sports 4,472 6,775 2.31 1.06 3.65 1.43 0.08
Travel 2,568 3,091 2.64 0.92 3.40 1.28 0.03

Sink Network 11,233 35,898 2.18 1.40 4.05 0.95 0.16
Full Network 84,701 206,373 2.30 1.59 4.92 0.99 0.07

Table 2 We have considered 12 different categories and formed network of each category before
merging them to form the full network. Here, n is the total number of nodes in the network,m is the
total number of edges in the network, λout and λin are the exponent of the power-law distribution
for the out- and in-degree [2], ` is the average path length, γ is the scaling law coefficient [10] and
C is the average clustering coefficient.

The metrics in Table 2 were calculated for the networks at depth 3 because the
tools used do not perform well with larger networks. However, the purpose of Table
2 is solely to characterize the networks; at larger depths these values are likely to
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be similar given the growth of the network follow the same process throughout the
Blogosphere.

The degree distributions of all the blog networks (categories, full, and sink) fol-
low a power-law distribution indicating that majority of the nodes in the networks
have low degree whereas few nodes have high degree. An interesting feature of all
the blog networks is that out-degree distributions follow the power law with expo-
nential cut-off (GPL-EC) [1]. When created, a blog tries to establish connections
with other existing blogs to become popular. With time, the blog stops connecting
to others causing theout-degree distributions to be capped, thus the cut-off. Figure 4
shows an example of the distribution for the case of the sink network at depth 3.
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Fig. 4 In-degree (left) and out-degree (right) distribution for the nodes in the sink network at depth
3. The out-degree distribution is follows the power law with exponential cut-off.

If we look at all the blog networks (category networks, full and sink networks)
we can argue that they are all small world, hierarchical and scale free. The small-
world characteristic (given by small ` and high C values means that information
flowing following the links of the blogs can reach other blogs in a few steps. The
hierarchical property (given by the fact that γ ∼ 1 in most networks) tells us that the
blogosphere probably was built bottom up with similar blogs connecting forming
clusters which in turn connect themselves in a sort of hierarchical manner. Last the
scale-free property indicates the existence of hubs in the network.

4.3 Category Overlap

Recall that our main purpose was to look at the formation of the sink network and
the level of overlap between categories. As we argued before, the sink network starts
to become connected (overlap nodes start to point to other overlap nodes) soon after
we reach depth 1. At depth 2, the sink network already shows high connectivity (see
Figure 5).

However we can see that Figure 5 does not tell us what category is overlapping
with what. For this we need to do a pairwise comparison of the categories.
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Fig. 5 Snapshot of the overlap nodes forming the sink network at Depth 2 of the crawling.

Categories Arts Business Cooking Education Finance Health Music Politics Religion Science Sports Travel

Arts ↪→ 5,591 14,804 17,562 597 27,755 40,257 22,621 7,140 30,756 14,395 10,951
Business ↪→ 1,598 2,715 224 3,961 4,078 3,483 1,163 4,546 1,839 2,417
Cooking ↪→ 6,304 153 19,547 15,660 12,495 7,151 21,132 7,227 11,870
Education ↪→ 406 14,680 15,946 15,638 4,186 16,434 10,734 4,349
Finance ↪→ 484 418 542 140 431 408 206
Health ↪→ 26,128 27,974 8,074 35,313 15,324 11,359
Music ↪→ 20,695 5,997 25,592 15,814 9,649
Politics ↪→ 7,310 27,815 16,182 8,730
Religion ↪→ 11,935 5,311 3,744
Science ↪→ 15,472 13,930
Sports ↪→ 4,521
Travel ↪→

Table 3 The table shows the number of blogs in common to every pair of categories at depth 4.
The results show a huge overlap between Music and Arts categories which is somewhat expected.
However one can see also interesting issues such as the overlap of Science and Arts. The infor-
mation regarding Education is highlighted in boldface. Note that we have to use the column and
the row of Education exemplify the way to get the pairwise comparison between Education and all
other categories.

In Table 3, we show the number of blogs in common in every two categories.
The way to use the table is first to understand that because of the symmetry we
are showing only half of the table. Then to understand the overlap of one particular
category, we need to start at the column of that category until we reach the arrow and
then follow the arrow on that line going to the right-hand side. As one example of
the above we highlight on the table the information related to Education in boldface.

Table 3 allows us to see the proximity between categories. For instance, if we
concentrate on Table 3 we can clearly see that Business blogs are more similar
to Science than they are to Education; similarly, Arts blogs are more similar to
Music blogs than Sports. One interesting overlap is the overlap of Arts and Science.
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Although it is hard to be sure of the reasons, we know that many scientists are aware
of the power of visualizations to present their results [11, 3].

The overlap in Table 3 demonstrates that even for blogs with low reach, the in-
frastructure is in place to help the difusion of information. This means that we do
not seem to see segregation of categories in the blogosphere in the same way we see
in traditional medial. Recall that we argued that newspapers are organized in such a
way that information about a particular category rarely reference information from
other parts of the newspaper. This does not seem to be the case in the Blogosphere
where we see the emergence of a large sink network (in relation to the total number
of nodes) and a significant overlap between any pair of categories.

5 Conclusion

In this paper, we performed experiments on the connectivity of Blogspot, Google’s
blog hosting service. We used the blogspot because it is one of the most commonly-
used hosting services. The experiments that we did on the blogspot include: (i)
reachability of the blogs; (ii) measures of the networks; and (iii) the structure cat-
egory overlaps in the blogosphere. We built networks from the blogspot and ex-
amined their characteristics. While doing this analysis, we found many blogs can
be reached from more than one category. These blogs play active roles in informa-
tion diffusion because they are related to more than one category. Blogs that can be
reached from more than one category form overlaps between categories. We referred
to this overlapped structure as the sink network.

We limited our work to 12 categories that are of general interests to people. At
the first step, we used Google to get the names of top 10 blogs. We looked into the
reachability in the blogosphere per category starting from the 10 initial blogs. To
analyze the reachability, we crawled the blogosphere to pre-defined depths. During
this proces, we considered the category of a blog to be the same as the blog from
which the crawler has started. Our results show that music blogs have the highest
reach. This agrees with the fact that many of the popular social media site have mu-
sic as their number one category of interest, for instance a quick search on YouTube
for the most watched videos give us that 8 out of the top 10 most watched videos
are related to music.

There are millions of blogs on Blogspot. In our study, we found that the sink
forms a major part of the blogosphere as the depth increases. We would like to
see at which depth the sink becomes the entire blogosphere, or in other worlds,
when the sink network will percolate the entire blog network. This is not an easy
process because there are mechanisms that Google puts in place to avoid us running
crawlers. In practice, it means that the data collection for further depths would take
a fairly long time. Yet, a couple more depths could tell us a little more about the
trends in the sink network.

Our study reveals that categories cannot limit the flow of information in blogs.
We would like to consider other factors (like topography or language) and exam-
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ine if they play any role in the information diffusion. As the world becomes more
globalized it may be possible that language is also not a barrier of the connectivity.
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